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vi dictionary

thus 3 < < shifts three lines.

Reindents line for LISP, as though they were typed in with
lisp and autoindent set.

An operator which shifts lines right one shiftwidth, normally
8 spaces. Affects lines when repeated as in >>. Counts
repeat the basic object.

Scans backwards, the opposite of /. See the / description
above for details on scanning.

A macro character. If this is your kill character, you must
escape it with a \ to type it in during input mode, as it
normally backs over the input you have given on the
current line.

Appends at the end of line, a synonym for $a.

Backs up a word, where words are composed of non-blank
sequences, placing the cursor at the beginning of the word.
A count repeats the effect.

Changes the rest of the text on the current line; a synonym
for c$.

Deletes the rest of the text on the current line; a synonym

for d$.

Moves forward to the end of a word, defined as blanks and
non-blanks, like B and W. A count repeats the effect.

Finds a single following character, backwards in the current
line. A count repeats this search count times

Goes to the line number given as preceding argument, or
the end of the file if no preceding count is given. The
screen is redrawn with the new current line in the center if
necessary.

Home arrow. Homes the cursor to the top line on the
screen. If a count is given, then the cursor is moved to the
count’th line on the screen. In any case the cursor is
moved to the first non-white character on the line. If used
as the target of an operator, full lines are affected.

Inserts at the beginning of a line; a synonym for fi.

Joins together lines, supplying appropriate white space: one
space between words, two spaces after a ., and no spaces at
all if the first character of the joined on line is ). A count
causes that many lines to be joined rather than the default
two.

Unused.

N
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<

Moves the cursor to the first non-white character of the last
line on the screen. With a count, to the first non-white of
the count’th line from the bottom. Operators affect whole
lines when used with L.

Moves the cursor to the middle line on the screen, at the
first non-white position on the line.

Scans for the next match of the last pattern given to / or ?,
but in the reverse direction; this is the reverse of n.

Opens a new line above the current line and inputs text
there up to an ESC. A count can be used on dumb termi-
nals to specify a number of lines to be opened; this is gen-
erally obsolete, as the slowopen option works better.

Puts the last deleted text back before/above the cursor.
The text goes back as whole lines above the cursor if it was
deleted as whole lines. Otherwise the text is inserted
between the characters before and at the cursor. May be
preceded by a named buffer specification ”z to retrieve the
contents of the buffer; buffers 1-9 contain deleted material,
buffers a-z are available for general use.

Quits from vi to ex command mode. In this mode, whole
lines form commands, ending with a RETURN. You can
give all the : commands; the editor supplies the : as a
prompt.

Replaces characters on the screen with characters you type
(overlay fashion). Terminates with an ESC.

Changes whole lines, a synonym for cc. A count substi-
tutes for that many lines. The lines are saved in the
numeric buffers, and erased on the screen before the substi-
tution begins.

Takes a single following character, locates the character
before the cursor in the current line, and places the cursor
just after that character. A count repeats the effect. Most
useful with operators such as d.

Restores the current line. Undoes any changes you have

made.

Unused.

Moves forward to the beginning of a word in the current
line, where words are defined as sequences of blank/non-
blank characters. A count repeats the effect.

Deletes the character before the cursor. A count repeats
the effect, but only characters on the current line are
deleted.
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Yanks a copy of the current line into the unnamed buffer,
to be put back by a later p or P; a very useful synonym for
YY. A count yanks that many lines. May be preceded by a
buffer name to put lines in that buffer.

Exits the editor. (Same as :xRETURN.) If any changes have
been made, the buffer is written out to the current file.
Then the editor quits.

Backs up to the previous section boundary. A section
begins at each macro in the sections option, normally a
“*NH’ or ‘.SH’ and also at lines which start with a formfeed
1L. Lines beginning with { also stop [[; this makes it useful
for looking backwards, a function at a time, in C programs.
If the option lsp is set, stops at each ( at the beginning of
a line, and is thus useful for moving backwards at the top
level LISP objects.

Unused.

Forward to a section boundary, see [[ for a definition.
Moves to the first non-white position on the current line.
Unused.

When followed by a * returns to the previous context. The
previous context is set whenever the current line is moved
in a non-relative way. When followed by a letter a-z,
returns to the position which was marked with this letter
with a m command. When used with an operator such as
d, the operation takes place from the exact marked place to
the current position within the line; if you use *, the opera-
tion takes place over complete lines.

Appends arbitrary text after the current cursor position;
the insert can continue onto multiple lines by using
RETURN within the insert. A count causes the inserted text
to be replicated, but only if the inserted text is all on one
line. The insertion terminates with an ESC .

Backs up to the beginning of a word in the current line. A
word is a sequence of alphanumerics, or a sequence of spe-
cial characters. A count repeats the effect.

An operator which changes the following object, replacing
it with the following input text up to an ESC. If more than
part of a single line is affected, the text which is changed
away is saved in the numeric named buffers. If only part of
the current line is affected, then the last character to be
changed away is marked with a §. A count causes that
many objects to be affected, thus both 3¢) and ¢3) change
the following three sentences.

5
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o3

oo " 0 B

An operator which deletes the following object. If more
than part of a line is affected, the text is saved in the
numeric buffers. A count causes that many objects to be
affected; thus 3dw is the same as d3w.

Advances to the end of the next word, defined as for b and
w. A count repeats the effect.

Finds the first instance of the next character following the
cursor on the current line. A count repeats the find.

Unused.

Left arrow. Moves the cursor one character to the left.
Like the other arrow keys, either h, the left arrow key, or
one of the synonyms (1H) has the same effect. On v2 edi-
tors, arrow keys on certain kinds of terminals (those which
send escape sequences, such as vt52, ¢100, or hp) cannot be
used. A count repeats the effect.

Inserts text before the cursor, otherwise like a.

Down arrow. Moves the cursor one line down in the same
column. If the position does not exist, v: comes as close as
possible to the same column. Synonyms include 1J
(linefeed) and TNN.

Up arrow. Moves the cursor one line up. 1P is a synonym.

Right arrow. Moves the cursor one character to the right.
SPACE is a synonym.

Marks the current position of the cursor in the mark regis-
ter which is specified by the next character a—z. Return to
this position or use with an operator using * or ’

Repeats the last / or ? scanning commands.

Opens new lines below the current line; otherwise like O.
Puts text after/below the cursor; otherwise like P.
Unused.

Replaces the single character at the cursor with a single
character you type. The new character may be a RETURN;
this is the easiest way to split lines. A count replaces each
of the following count characters with the single character
given; see R above which is the more usually useful itera-
tion of r.

Changes the single character under the cursor to the text
which follows up to an ESC; given a count, that many char-
acters from the current line are changed. The last charac-
ter to be changed is marked with $ as in c.
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Advances the cursor up to the character before the next
character typed. Most useful with operators such as d and
c to delete the characters up to a following character. You
can use . to delete more if this doesn’t delete enough the
first time.

Undoes the last change made to the current buffer. If
repeated, will alternate between these two states, thus is its
own inverse. When used after an insert which inserted text
on more than one line, the lines are saved in the numeric
named buffers.

Unused.

Advances to the beginning of the next word, as defined by
b.

Deletes the single character under the cursor. With a count
deletes that many characters forward from the cursor posi-
tion, but only on the current line.

An operator, yanks the following object into the unnamed
temporary buffer. If preceded by a named buffer
specification, "z, the text is placed in that buffer also. Text
can be recovered by a later p or P.

Redraws the screen with the current line placed as specified
by the following character: RETURN specifies the top of the
screen, . the center of the screen, and — at the bottom of
the screen. A count may be given after the z and before
the following character to specify the new screen size for
the redraw. A count before the z gives the number of the
line to place in the center of the screen instead of the
default current line.

Retreats to the the beginning of the preceding paragraph.
A paragraph begins at each macro in the paragraphs option,
normally ‘.IP’, ‘.LP’, ‘.PP’, ‘.QP’ and ‘.bp’. A paragraph
also begins after a completely empty line, and at each sec-
tion boundary (see [[ above).

Places the cursor on the character in the column specified
by the count.

Advances to the beginning of the next paragraph. See { for
the definition of paragraph.

Unused.

Interrupts the editor, returning it to command accepting
state.
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1. Introduction

Computers have become important in the document preparation process,
with programs to check for spelling errors and to format documents. As the
amount of text stored on line increases, it becomes feasible and attractive to
study writing style and to attempt to help the writer in producing readable docu-
ments. The system of writing tools described here is a first step toward such
help. The system includes programs and a data base to analyze writing style at
the word and sentence level. We use the term ‘‘style’” in this paper to describe
the results of a writer’s particular choices among individual words and sentence
forms. Although many judgements of style are subjective, particularly those of
word choice, there are some objective measures that experts agree lead to good
style. Three programs have been written to measure some of the objectively
definable characteristics of writing style and to identify some commonly misused
or unnecessary phrases. Although a document that conforms to the stylistic rules
is not guaranteed to be coherent and readable, one that violates all of the rules is
likely to be difficult or tedious to read. The program STYLE calculates readabil-
ity, sentence length variability, sentence type, word usage and sentence openers
at a rate of about 400 words per second on a PDP11/70 running the UNIX}
Operating System. It assumes that the sentences are well-formed, i. e. that each
sentence has a verb and that the subject and verb agree in number. DICTION
identifies phrases that are either bad usage or unnecessarily wordy. EXPLAIN
acts as a thesaurus for the phrases found by DICTION. Sections 2, 3, and 4
describe the programs; Section 5 gives the results on a cross-section of technical
documents; Section 6 discusses accuracy and problems; Section 7 gives implemen-
tation details.
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2. STYLE

The program STYLE reads a document and prints a summary of readability
indices, sentence length and type, word usage, and sentence openers. It may also
be used to locate all sentences in a document longer than a given length, of rea-
dability index higher than a given number, those containing a passive verb, or
those beginning with an expletive. STYLE is based on the system for finding
English word classes or parts of speech, PARTS [1]. PARTS is a set of programs
that uses a small dictionary (about 350 words) and suffix rules to partially assign
word classes to English text. It then uses experimentally derived rules of word
order to assign word classes to all words in the text with an accuracy of about
95%. Because PARTS uses only a small dictionary and general rules, it works on
text about any subject, from physics to psychology. Style measures have been
built into the output phase of the programs that make up PARTS. Some of the
measures are simple counters of the word classes found by PARTS; many are
more complicated. For example, the verb count is the total number of verb
phrases. This includes phrases like:

has been going
was only going
to go

each of which each counts as one verb. Figure 1 shows the output of STYLE run
on a paper by Kernighan and Mashey about the UNIX programming environment
[2]. As the example shows, STYLE output is in five parts. After a brief discus-
sion of sentences, we will describe the parts in order.

2.1. What is a sentence?

Readers of documents have little trouble deciding where the sentences end.
People don’t even have to stop and think about uses of the character ‘.’ in con-
structions like 1.25, A. J. Jones, Ph.D., i. e., or etc. . When a computer reads a
document, finding the end of sentences is not as easy. First we must throw away
the printer’s marks and formatting commands that litter the text in computer

form. Then STYLE defines a sentence as a string of words ending in one of:
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programming environment
readability grades:
(Kincaid) 12.3 (auto) 12.8 (Coleman-Liau) 11.8 (Flesch) 13.5 (46.3)
sentence info:
no. sent 335 no. wds 7419
av sent leng 22.1 av word leng 4.91
no. questions 0 no. imperatives 0
no. nonfunc wds 4362 58.8% av leng 6.38
short sent (<17) 35% (118) long sent (>32) 16% (55)
longest sent 82 wds at sent 174; shortest sent 1 wds at sent 117
sentence types:
simple 34% (114) complex 32% (108)
compound 12% (41) compound-complex 21% (72)
word usage:
verb types as % of total verbs
tobe 45% (373) aux 16% (133) inf 14% (114)
passives as % of non-inf verbs 20% (144)
types as % of total
prep 10.8% (804) conj 3.5% (262) adv 4.8% (354)
noun 26.7% (1983) adj 18.7% (1388) pron 5.3% (393)
nominalizations 2 % (155)
sentence beginnings:
subject opener: noun (63) pron (43) pos (0) adj (58) art (62) tot 67%
prep 12% (39) adv 9% (31)
verb 0% (1) sub_conj 6% (20) conj 1% (5)

expletives 4% (13)

Figure 1

A
The end marker *“/.” may be used to indicate an imperative sentence. Impera-
tive sentences that are not so marked are not identified as imperative. STYLE
properly handles numbers with embedded decimal points and commas, strings of
letters and numbers with embedded decimal points used for naming computer file
names, and the common abbreviations listed in Addendum 1. Numbers that end
sentences, like the preceding sentence, cause a sentence break if the next word
begins with a capital letter. Initials only cause a sentence break if the next word
begins with a capital and is found in the dictionary of function words used by

PARTS. So the string
J. D. JONES
does not cause a break, but the string
.. system H. The ...

does. With these rules most sentences are broken at the proper place, although
occasionally either two sentences are called one or a fragment is called a sentence.
More on this later.
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2.2. Readability Grades

The first section of STYLE output consists of four readability indices. As
Klare points out in [3] readability indices may be used to estimate the reading
skills needed by the reader to understand a document. The readability indices
reported by STYLE are based on measures of sentence and word lengths.
Although the indices may not measure whether the document is coherent and
well organized, experience has shown that high indices seem to be indicators of
stylistic difficulty. Documents with short sentences and short words have low
scores; those with long sentences and many polysyllabic words have high scores.
The 4 formulae reported are Kincaid Formula [4], Automated Readability Index
[5], Coleman-Liau Formula [6] and a normalized version of Flesch Reading Ease
Score [7]. The formulae differ because they were experimentally derived using
different texts and subject groups. We will discuss each of the formulae briefly;
for a more detailed discussion the reader should see [3].

The Kincaid Formula, given by:
Reading_Grade=11.8 *syl_per_wd+.39 *wds_per_sent-15.59

was based on Navy training manuals that ranged in difficulty from 5.5 to 16.3 in
reading grade level. The score reported by this formula tends to be in the mid-
range of the 4 scores. Because it is based on adult training manuals rather than
school book text, this formula is probably the best one to apply to technical
documents.

The Automated Readability Index (ARI), based on text from grades 0 to 7,
was derived to be easy to automate. The formula is:

Reading_Grade=4.71 #let_per_wd+.5 *wds_per_sent-21.43

ARI tends to produce scores that are higher than Kincaid and Coleman-Liau but
are usually slightly lower than Flesch.

The Coleman-Liau Formula, based on text ranging in difficulty from .4 to
16.3, is:

Reading_Grade=5.89 let_per_wd-.3 *sent_per_100_wds-15.8

Of the four formulae this one usually gives the lowest grade when applied to
technical documents.

The last formula, the Flesch Reading Ease Score, is based on grade school
text covering grades 3 to 12. The formula, given by:

Reading_Score—=206.835-84.6 *syl_per_wd-1.015 *wds_per_sent

is usually reported in the range O (very difficult) to 100 (very easy). The score
reported by STYLE is scaled to be comparable to the other formulas, except that
the maximum grade level reported is set to 17. The Flesch score is usually the
highest of the 4 scores on technical documents. ‘

Coke [8] found that the Kincaid Formula is probably the best predictor for
technical documents; both ARI and Flesch tend to overestimate the difficulty;
Coleman-Liau tend to underestimate. On text in the range of grades 7 to 9 the
four formulas tend to be about the same. On easy text the Coleman-Liau for-
mula is probably preferred since it is reasonably accurate at the lower grades and
it is safer to present text that is a little too easy than a little too hard.
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If a document has particularly difficult technical content, especially if it
includes a lot of mathematics, it is probably best to make the text very easy to
read, i.e. a lower readability index by shortening the sentences and words. This
will allow the reader to concentrate on the technical content and not the long
sentences. The user should remember that these indices are estimators; they
should not be taken as absolute numbers. STYLE called with “—r number” will
print all sentences with an Automated Readability Index equal to or greater than
“number’’.

2.3. Sentence length and structure

The next two sections of STYLE output deal with sentence length and struc-
ture. Almost all books on writing style or effective writing emphasize the impor-
tance of variety in sentence length and structure for good writing. Ewing’s first
rule in discussing style in the book Writing for Results [9] is:

“Vary the sentence structure and length of your sentences.”

Leggett, Mead and Charvat break this rule into 3 in Prentice-Hall Handbook for
Writers [10] as follows:

““34a. Avoid the overuse of short simple sentences.”
“34b. Avoid the overuse of long compound sentences.”
““34c. Use various sentence structures to avoid monotony and increase effectiveness.”

Although experts agree that these rules are important, not all writers follow
them. Sample technical documents have been found with almost no sentence
length or type variability. One document had 90% of its sentences about the
same length as the average; another was made up almost entirely of simple sen-
tences (80%).

The output sections labeled ‘“‘sentence info’’ and ‘‘sentence types’ give both
length and structure measures. STYLE reports on the number and average
length of both sentences and words, and number of questions and imperative sen-
tences (those ending in ““/.”). The measures of non-function words are an
attempt to look at the content words in the document. In English non-function
words are nouns, adjectives, adverbs, and non-auxiliary verbs; function words are
prepositions, conjunctions, articles, and auxiliary verbs. Since most function
words are short, they tend to lower the average word length. The average length
of non-function words may be a more useful measure for comparing word choice
of different writers than the total average word length. The percentages of short
and long sentences measure sentence length variability. Short sentences are those
at least 5 words less than the average; long sentences are those at least 10 words
longer than the average. Last in the sentence information section is the length
and location of the longest and shortest sentences. If the flag ‘-] number” is
used, STYLE will print all sentences longer than “number”.

Because of the difficulties in dealing with the many uses of commas and con-
junctions in English, sentence type definitions vary slightly from those of stan-
dard textbooks, but still measure the same constructional activity.-

1. A simple sentence has one verb and no dependent clause.
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2. A complex sentence has one independent clause and one dependent clause,
each with one verb. Complex sentences are found by identifying sentences
that contain either a subordinate conjunction or a clause beginning with
words like “that” or “who’’. The preceding sentence has such a clause.

3. A compound sentence has more than one verb and no dependent clause.

1R 1]

Sentences joined by ‘‘;”’ are also counted as compound.

4. A compound-complex sentence has either several dependent clauses or one
dependent clause and a compound verb in either the dependent or indepen-
dent clause.

Even using these broader definitions, simple sentences dominate many of the
technical documents that have been tested, but the example in Figure 1 shows
variety in both sentence structure and sentence length.

2.4. Word Usage

The word usage measures are an attempt to identify some other construc-
tional features of writing style. There are many different ways in English to say
the same thing. The constructions differ from one another in the form of the
words used. The following sentences all convey approximately the same meaning
but differ in word usage:

The cxio program is used to perform all communication between the systems.

The cxio program performs all communications between the systems.

The cxio program is used to communicate between the systems.

The cxio program communicates between the systems.

All communication between the systems is performed by the cxio program.

The distribution of the parts of speech and verb constructions helps identify
overuse of particular constructions. Although the measures used by STYLE are
crude, they do point out problem areas. For each category, STYLE reports a
percentage and a raw count. In addition to looking at the percentage, the user
may find it useful to compare the raw count with the number of sentences. If,
for example, the number of infinitives is almost equal to the number of sentences,
then many of the sentences in the document are constructed like the first and
third in the preceding example. The user may want to transform some of these
sentences into another form. Some of the implications of the word usage meas-
ures are discussed below.

Verbs are measured in several different ways to try to determine what types of
verb constructions are most frequent in the document. Technical writing
tends to contain many passive verb constructions and other usage of the
verb ‘“to be”. The category of verbs labeled ‘‘tobe’ measures both passives
and sentences of the form:

subject tobe predicate

In counting verbs, whole verb phrases are counted as one verb. Verb phrases
containing auxiliary verbs are counted in the category ‘‘aux’. The verb
phrases counted here are those whose tense is not simple present or simple
past. It might eventually be useful to do more detailed measures of verb
tense or mood. Infinitives are listed as ‘‘inf”’. The percentages reported for
these three categories are based on the total number of verb phrases found.
These categories are not mutually exclusive; they cannot be added, since, for

9

~
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§ example, ‘“‘to be going’’ counts as both ‘‘tobe’’ and “inf”’. Use of these three
Q types of verb constructions varies significantly among authors.

STYLE reports passive verbs as a percentage of the finite verbs in the docu-
ment. Most style books warn against the overuse of passive verbs. Coleman
[11] has shown that sentences with active verbs are easier to learn than those
with passive verbs. Although the inverted object-subject order of the pas-
sive voice seems to emphasize the object, Coleman’s experiments showed
that there is little difference in retention by word position. He also showed
that the direct object of an active verb is retained better than the subject of
a passive verb. These experiments support the advice of the style books sug-
gesting that writers should try to use active verbs wherever possible. The
flag ‘““—p”’ causes STYLE to print all sentences containing passive verbs.

Pronouns add cohesiveness and connectivity to a document by providing back-
reference. They are often a short-hand notation for something previously
O mentioned, and therefore connect the sentence containing the pronoun with
the word to which the pronoun refers. Although there are other mechanisms
for such connections, documents with no pronouns tend to be wordy and to
have little connectivity.

Adverbs can provide transition between sentences and order in time and space.
In performing these functions, adverbs, like pronouns, provide connectivity
and cohesiveness.

Conjunctions provide parallelism in a document by connecting two or more equal
Q units. These units may be whole sentences, verb phrases, nouns, adjectives,
or prepositional phrases. The compound and compound-complex sentences
reported under sentence type are parallel structures. Other uses of parallel
structures are indicated by the degree that the number of conjunctions
reported under word usage exceeds the compound sentence measures.

Nouns and Adjectives. A ratio of nouns to adjectives near unity may indicate the
over-use of modifiers. Some technical writers qualify every noun with one or
more adjectives. Qualifiers in phrases like ‘“‘simple linear single-link network

Q model”’ often lend more obscurity than precision to a text.

Nominalizations are verbs that are changed to nouns by adding one of the
suffixes ‘““ment’’, ‘“ance’”, ‘“‘ence’’, or ‘“ion”. Examples are accomplishment,
admittance, adherence, and abbreviation. When a writer transforms a nomi-
nalized sentence to a non-nominalized sentence, she/he increases the
effectiveness of the sentence in several ways. The noun becomes an active
verb and frequently one complicated clause becomes two shorter clauses.
For example,

Their inclusion of this provision is admission of the importance of the system.
When they included this provision, they admitted the importance of the system.

Coleman found that the transformed sentences were easier to learn, even

when the transformation produced sentences that were slightly longer, pro-

vided the transformation broke one clause into two. Writers who find their

document contains many nominalizations may want to transform some of
O the sentences to use active verbs.
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2.5. Sentence openers

Another agreed upon principle of style is variety in sentence openers.
Because STYLE determines the type of sentence opener by looking at the part of
speech of the first word in the sentence, the sentences counted under the heading
“subject opener’’ may not all really begin with the subject. However, a large per-
centage of sentences in this category still indicates lack of variety in sentence
openers. Other sentence opener measures help the user determine if there are
transitions between sentences and where the subordination occurs. Adverbs and
conjunctions at the beginning of sentences are mechanisms for transition between
sentences. A pronoun at the beginning shows a link to something previously
mentioned and indicates connectivity.

The location of subordination can be determined by comparing the number
of sentences that begin with a subordinator with the number of sentences with
complex clauses. If few sentences start with subordinate conjunctions then the
subordination is embedded or at the end of the complex sentences. For variety
the writer may want to transform some sentences to have leading subordination.

The last category of openers, expletives, is commonly overworked in techni-
cal writing. Expletives are the words “‘it”’ and ‘‘there”’, usually with the verb ‘‘to
be”, in constructions where the subject follows the verb. For example,

There are three streets used by the traffic.
There are too many users on this system.

This construction tends to emphasize the object rather than the subject of the
sentence. The flag ‘e’ will cause STYLE to print all sentences that begin with
an expletive.

3. DICTION

The program DICTION prints all sentences in a document containing
phrases that are either frequently misused or indicate wordiness. The program,
an extension of Aho’s FGREP [12] string matching program, takes as input a file
of phrases or patterns to be matched and a file of text to be searched. A data
base of about 450 phrases has been compiled ‘as a default pattern file for DIC-
TION. Before attempting to locate phrases, the program maps upper case letters
to lower case and substitutes blanks for punctuation. Sentence boundaries were
deemed less critical in DICTION than in STYLE, so abbreviations and other uses
of the character “.” are not treated specially. DICTION brackets all pattern
matches in a sentence with the characters “[’ *|” . Although many of the
phrases in the default data base are correct in some contexts, in others they indi-
cate wordiness. Some examples of the phrases and suggested alternatives are:

Phrase Alternative
a large number of many
arrive at a decision decide
collect together collect
for this reason 50
pertaining to about
through the use of by or with
utilize use

with the exception of except

Addendum 2 contains a complete list of the default file. Some of the entries are

)

a

&
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short forms of problem phrases. For example, the phrase ‘“the fact” is found in
all of the following and is sufficient to point out the wordiness to the user:

. Phrase Alternative
accounted for by the fact that caused by
an example of this is the fact that  thus
based on the fact that because
despite the fact that although
due to the fact that because
in light of the fact that because
in view of the fact that since
notwithstanding the fact that although
Entries in Addendum 2 preceded by ‘“~ " are not matched. See Section 7 for

details on the use of “~ 7,

The user may supply her/his own pattern file with the flag “~f patfile”. In
this case the default file will be loaded first, followed by the user file. This
mechanism allows users to suppress patterns contained in the default file or to
include their own pet peeves that are not in the default file. The flag “—n” will
exclude the default file altogether. In constructing a pattern file, blanks should
be used before and after each phrase to avoid matching substrings in words. For
example, to find all occurrences of the word ‘‘the’’, the pattern ‘ the " should be
used. The blanks cause only the word ‘“‘the” to be matched and not the string
“the” in words like there, other, and therefore. One side effect of surrounding
the words with blanks is that when two phrases occur without intervening words,
only the first will be matched.

4. EXPLAIN

The last program, EXPLAIN, is an interactive thesaurus for phrases found
by DICTION. The user types one of the phrases bracketed by DICTION and
EXPLAIN responds with suggested substitutions for the phrase that will improve
the diction of the document.

5. Results

5.1. STYLE

To get baseline statistics and check the program’s accuracy, we ran STYLE
on 20 technical documents. There were a total of 3287 sentences in the sample.
The shortest document was 67 sentences long; the longest 339 sentences. The
documents covered a wide range of subject matter, including theoretical comput-
ing, physics, psychology, engineering, and affirmative action. Table 1 gives the
range, median, and standard deviation of the various style measures. As you will
note most of the measurements have a fairly wide range of values across the sam-
ple documents.

As a comparison, Table 2 gives the median results for two different technical
authors, a sample of instructional material, and a sample of the Federalist
Papers. The two authors show similar styles, although author 2 uses somewhat
shorter sentences and longer words than author 1. Author 1 uses all types of sen-
tences, while author 2 prefers simple and complex sentences, using few compound
or compound-complex sentences. The other major difference in the styles of these
authors is the location of subordination. Author 1 seems to prefer embedded or
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Table 1
Text Statistics on 20 Technical Documents
variable minimum maximum mean standard deviation
Readability Kincaid 9.5 16.9 13.3 2.2
automated 9.0 174 133 2.5
Cole-Liau 10.0 16.0 12.7 1.8
Flesch 8.9 17.0 14.4 2.2
sentence info. av sent length 15.5 30.3 21.6 4.0
av word length 4.61 5.63 5.08 .29
av nonfunction length 5.72 7.30 6.52 .45
short sent 23% 46% 33% 5.9
long sent 7% 20% 14% 2.9
sentence types simple 31% 71% 49% 11.4
complex 19% 50% 33% 8.3
compound 2% 14% 7% 3.3
compound-complex 2% 19% 10% 4.8
verb types tobe 26% 64% 44.7% 10.3
auxiliary 10% 40% 21% 8.7
infinitives 8% 24% 15.1% 4.8
passives 12% 50% 29% 9.3
word usage prepositions 10.1% 15.0% 12.3% 1.6
conjunction 1.8% 4.8% 3.4% .9
adverbs 1.2% 5.0% 3.4% 1.0
nouns 23.6% 31.6% 27.8% 1.7
adjectives 15.4% 27.1% 21.1% 3.4
pronouns 1.2% 8.4% 2.5% 1.1
nominalizations 2% 5% 3.3% .8
sentence openers  prepositions 6% 19% 12% 34
adverbs 0% 20% 9% 4.6
subject 56% 85% 70% 8.0
verbs 0% . 4% 1% 1.0
subordinating conj 1% 12% 5% 2.7
conjunctions 0% 1% 0% 1.5
expletives 0% 6% 2% 1.7

trailing subordination, while author 2 begins many sentences with the subordi-
nate clause. The documents tested for both authors 1 and 2 were technical docu-
ments, written for a technical audience. The instructional documents, which are
written for craftspeople, vary surprisingly little from the two technical samples.
The sentences and words are a little longer, and they contain many passive and
auxiliary verbs, few adverbs, and almost no pronouns. The instructional docu-
ments contain many imperative sentences, so there are many sentence with verb
openers. The sample of Federalist Papers contrasts with the other samples in
almost every way.

5.2. DICTION

In the few weeks that DICTION has been available to users about 35,000
sentences have been run with about 5,000 string matches. The authors using the
program seem to make the suggested changes about 50-75% of the time. To
date, almost 200 of the 450 strings in the default file have been matched.
Although most of these phrases are valid and correct in some contexts, the 50-
75% change rate seems to show that the phrases are used much more often than
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Table 2
Text Statistics on Single Authors
variable author 1  author 2 inst. FED
readability Kincaid 11.0 10.3 10.8 16.3
automated 11.0 10.3 11.9 17.8
Coleman-Liau 9.3 10.1 10.2 12.3
Flesch 10.3 10.7 '10.1 15.0
sentence info av sent length 22.64 19.61 22.78 31.85
av word length 4.47 4.66 4.65 4.95
av nonfunction length 5.64 5.92 6.04 6.87
short sent 35% 43% 35% 40%
long sent 18% 15% 16% 21%
sentence types simple 36% 43% 40% 31%
complex 34% 41% 37% 34%
compound 13% 7% 4% 10%
compound-complex 16% 8% 14% 25%
verb type tobe 42% 43% 45% 37%
auxiliary 17% 19% 32% 32%
infinitives 17% 15% 12% 21%
passives 20% 19% 36% 20%
word usage prepositions 10.0% 10.8% 12.3% 15.9%
conjunctions 3.2% 2.4% 3.9% 3.4%
‘adverbs 5.05% 4.6% 3.5% 3.7%
nouns 27.17% 26.5%  29.1% 24.9%
adjectives 17.0% 19.0%  154% 12.4%
pronouns 5.3% 4.3% 2.1% 6.5%
nominalizations 1% 2% 2% 3%
sentence openers  prepositions 11% 14% 6% 5%
adverbs 9% 9% 6% 1%
subject 65% 59% 54% 66%
verb 3% 2% 14% 2%
subordinating conj 8% 14% 11% 3%
conjunction 1% 0% 0% 3%
expletives 3% 3% 0% 3%

concise diction warrants.
6. Accuracy

6.1. Sentence Identification

The correctness of the STYLE output on the 20 document sample was
checked in detail. STYLE misidentified 129 sentence fragments as sentences and
incorrectly joined two or more sentences 75 times in the 3287 sentence sample.
The problems were usually because of nonstandard formatting commands, unk-
nown abbreviations, or lists of non-sentences. An impossibly long sentence found
as the longest sentence in the document usually is the result of a long list of
non-sentences.
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6.2. Sentence Types

Style correctly identified sentence type on 86.5% of the sentences in the
sample. The type distribution of the sentences was 52.5% simple, 29.9% com-
plex, 8.5% compound and 9% compound-complex. The program reported 49.5%
simple, 31.9% complex, 8% compound and 10.4% compound-complex. Looking
at the errors on the individual documents, the number of simple sentences was
under-reported by about 4% and the complex and compound-complex were over-
reported by 3% and 2%, respectively. The following matrix shows the programs
output vs. the actual sentence type.

Program Results
simple complex compound comp-complex

Actual simple 1566 132 49 17
Sentence  complex 47 892 6 65
Type compound 40 6 207 23
comp-complex 0 52 5 249

The system’s inability to find imperative sentences seems to have little effect
on most of the style statistics. A document with half of its sentences imperative
was run, with and without the imperative end marker. The results were identical
except for the expected errors of not finding verbs as sentence openers, not count-
ing the imperative sentences, and a slight difference (1%) in the number of nouns
and adjectives reported.

6.3. Word Usage

The accuracy of identifying word types reflects that of PARTS, which is
about 95% correct. The largest source of confusion is between nouns and adjec-
tives. The verb counts were checked on about 20 sentences from each document
and found to be about 98% correct.

7. Technical Details

7.1. Finding Sentences

The formatting commands embedded in the text increase the difficulty of
finding sentences. Not all text in a document is in sentence form; there are head-
ings, tables, equations and lists, for example. Headings like ‘“‘Finding Sentences”
above should be discarded, not attached to the next sentence. However, since
many of the documents are formatted to be phototypeset, and contain font
changes, which usually operate on the most important words in the document,
discarding all formatting commands is not correct. To improve the programs’
ability to find sentence boundaries, the deformatting program, DEROFF [13], has
been given some knowledge of the formatting packages used on the UNIX operat-
ing system. DEROFF will now do the following:

1. Suppress all formatting macros that are used for titles, headings, author’s
name, etc.

2. Suppress the arguments to the macros for titles, headings, author’s name,
ete.
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3. Suppress displays, tables, footnotes and text that is centered or in no-fill
mode.

4. Substitute a place holder for equations and check for hidden end markers.
The place holder is necessary because many typists and authors use the
equation setter to change fonts on important words. For this reason, header
files containing the definition of the EQIN delimiters must also be included as
input to STYLE. End markers are often hidden when an equation ends a
sentence and the period is typed inside the EQN delimiters.

5. Add a ”.” after lists. If the flag —ml is also used, all lists are suppressed.
This is a separate flag because of the variety of ways the list macros are
used. Often, lists are sentences that should be included in the analysis. The
user must determine how lists are used in the document to be analyzed.

Both STYLE and DICTION call DEROFF before they look at the text. The
user should supply the —-ml flag if the document contains many lists of non-
sentences that should be skipped.

7.2. Details of DICTION

The program DICTION is based on the string matching program FGREP.
FGREP takes as input a file of patterns to be matched and a file to be searched
and outputs each line that contains any of the patterns with no indication of
which pattern was matched. The following changes have been added to FGREP:

1. The basic unit that DICTION operates on is a sentence rather than a line.
Each sentence that contains one of the patterns is output.

Upper case letters are mapped to lower case.
Punctuation is replaced by blanks.
All pattern matches in the sentence are found and surrounded with “["” ¢“]”

A method for suppressing a string match has been added. Any pattern that
begins with ““~ " will not be matched. Because the matching algorithm finds
the longest substring, the suppression of a match allows words in some
correct contexts not to be matched while allowing the word in another con-
text to be found. For example, the word “which’ is often incorrectly used
instead of “that’ in restrictive clauses. However, ‘““which’ is usually correct
when preceded by a preposition or *,”. The default pattern file suppresses
the match of the common prepositions or a double blank followed by
“which” and therefore matches only the suspect uses. The double blank
accounts for the replaced comma.

o oo 1o

8. Conclusions

A system of writing tools that measure some of the objective characteristics
of writing style has been developed. The tools are sufficiently general that they
may be applied to documents on any subject with equal accuracy. Although the
measurements are only of the surface structure of the text, they do point out
problem areas. In addition to helping writers produce better documents, these
programs may be useful for studying the writing process and finding other formu-
lae for measuring readability.
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ckts.

Dept.
dept.
Depts.
depts.
Dr.
Drs.

e. g.

eq.
et al.
ete.
Fig.
fig.
Figs.
figs.
ft.

1. e.
in.
Ine.
Jr.
jr.
mi.
Mr.
Mrs.

No.
no.
Nos.
nos.
P. M.
p. m.
Ph. D.
Ph. d.
Ref.
ref.
Refs.
refs.

Addendum 1

STYLE Abbreviations
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St.
vs.

yrT.
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a great deal of

a large number of
alot of

a majority of

a need for

a number of

a particular preference for
a preference for

a small number of
a tendency to
abovementioned
absolutely complete
absolutely essential
accomplished
accordingly
activate

actual

added increments

\ adequate enough
advent
afford an opportunity

aggregate

all of

all throughout
along the line
an Indication of
analyzation

and etc

and or

another additional
any and all
arrive at a

as a matter of fact
as a method of
as good or better than

as of now

as per

as regards

as related to
as to
assistance
assistance to
assistance to
assuming that
at a later date
at about

at above
at all times
at an early date

at below

at the present

at the time when

at this point in time
at this time

at which time

at your earliest convenience
authorization

awful

basic fundamentals
basically

be cognizant of
belng as

being that

brief in duration
bring to a conclusion
but that

but what

by means of

by the use of

carry out experiments

center about
center around

Addendum 2

Default DICTION Patterns

center portion
check into

check on

check up on

circle around

close proximity
collaborate together
collect together
combine together
come to an end
commence

common accord
compensation
completely eliminated
comprise
concerning

conduct an investigation of
conjecture

connect up
consensus of opinion
consequent result
oonsolidate together
construct
contemplate
continue on
continue to remain
could of

count up

couple together
debate about
decide on
deleterious effect
demean
demonstrate
depreciate in value
deserving of
desirable benefits
destrous of

different than
discontinue
disutility

divide up

doubt but

due to

duly noted

during the time that
each and every
early beginnings
effectuate
emotional feelings
empty out

enclosed herein
enclosed herewith
end result

end up

endeavor

enter in

enter into

enthused

entirely complete
equally good as
essentially
eventuate

every now and then
exactly identical
experiencing difficulty
fabricate

face up to

facilitate

facts and figures
fast in action
fearful of

fearful that

few In number

file away

final completion
final ending

final outcome

final result

finalize

find it interesting to know
first and foremost
first beginnings
first initiated

firstly

follow after
following after

for the purpose of
for the reason that
for the simple reason that
for this reason

for your information
from the point of view of
full and complete
generally agreed
good and

got to

gratuitous

greatly minimize
head up

help but

helps in the production of
hopeful

if and when

if at all possible
impact

implement
important essentials
importantly

in a large measure
in a position to

in accordance

in advance of

in agreement with
in all cases

in back of

in behalf of

in behind

in between

in case

in close proximity
in conflict with

in conjunction with
in connection with
in fact

in large measure

in many cases

in most cases

in my opinion I think
in order to

In rare cases

in reference to

in regard to

in regards to

in relation with

in short supply

in size

in terms of

in the amount of
in the case of

in the course of

in the event

in the fleld of

D-17

in the form of

in the instance of

in the interim

in the last analysis
in the matter of

in the near future

in the neighborhood of
in the not too distant future
in the proximity of
in the range of

in the same way as described
in the shape of

in the vicinity of

in this case

in view of the

in violation of
inasmuch as

indicate

indicative of
initialize

initiate

injurious to

inquire

inside of

institute a

intents and purposes
intermingle
irregardless

is defined as

is used to control

is when

is where

it is incurmbent

it stands to reason

it was noted that if
joint cooperation
Jjoint partnership
Just exactly

kind of

know about

last but not least
later on

leaving out of consideration
liable

link up

literally

little doubt that

lose out on

lots of

main essentials
make a

make adjustments to
make an

make application to
make contact with
make mention of
make out a list of
make the acquaintance of
make the adjustment
manner

maximum possible
meaningful

meet up with

melt down

melt up
methodology

might of

minimize as far as possible
minor importance
miss out on
modification
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more preferable
most unique

must of

mutual cooperation
necessary requisite
necessitate

need for

nice

not be un

not in a position to
not of a high order of accuracy
not un
notwithstanding

of considerable magnitude
of that

of the opinion that
off of

on a few occasions
on account of

on behalf of

on the grounds that
on the occasion

on the part of

one of the

open up

operates to correct
outside of

over with

overall

past history
perceptive of
perform a measurement
perform the measurement
permits the reduction of
personalize
pertaining to
physical size

plan ahead

plan for the future
plan in advance
plan on

present a conclusion
present a report
presently

prior to

prioritize

proceed to

procure

producttve of
prolong the duration
protrude out from
provided that
pursuant to

put to use in

range all the way from
reason s because
reason why

recur again

reduce down

refer back

reference to this
reflective of
regarding

regretful

reinitiate

relative to

repeat again
representative of
resultant effect
resume again
retreat back

return again

return back

revert back

seal oft

seemns apparent worth while
send a communication would of
short space of time ing behavior
should of wise

single unit ~  which
situation ~ about which
so as to ~ after which
sort of ~ at which
spell out ~ between which
still continue ~ by which
still remain = for which
subsequent ~ from which
substantfally in agreement ~ in which
succeed In ~ into which
suggestive of ~ of which
superior than ~ on which
surrounding circumstances ~ on which
take appropriate over which
take cognizance of ~ through which
take into consideration ~ to which
termed as ~ under which
terminate ~ upon which
termination ~ with which
the author ~ without which
the authors
the case that
the fact ~ otherwise
the foregolng

the foreseeable future

the fullest possible extent

the majority of

the nature

the necessity of

the only difference being that

the order of

the point that

the truth is

there are not many

through the medium of

through the use of

throughout the entire

time interval

to summarize the above

total effect of all this

totality

transpire

true facts

try and

ultimate end

under a separate cover

under date of

under separate cover

under the necessity to

underiying purpose

undertake a study

uniformly consistent

unique

until such time as

up to this time

upshot

utilize

very

very complete

very unique

vital

which

with a view to

with reference to

with regard to

with the exception of

with the object of

with the result that

with this in mind, it Is clear that

within the realm of possibility

without further delay
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Appendix E : Refer — A Bibliography System

Bill Tuthdll

Computing Services
University of California
Berkeley, CA 94720

Introduction

Taken together, the refer programs constitute a database system for use with
variable-length information. To distinguish various types of bibliographic material, the
system uses labels composed of upper case letters, preceded by a percent sign and fol-
lowed by a space. For example, one document might be given this entry:

%A Joel Kies

%T Document Formatting on Unix Using the -ms Macros
%l  Computing Services

%C Berkeley

%D 1980

Each line is called a field, and lines grouped together are called a record; records are
separated from each other by a blank line. Bibliographic information follows the labels,
containing data to be used by the refer system. The order of fields is not important,
except that authors should be entered in the same order as they are listed on the docu-
ment. Fields can be as long as necessary, and may even be continued on the following
line(s).

The labels are meaningful to nroff/troff macros, and, with a few exceptions, the
refer program itself does not pay attention to them. This implies that you can change
the label codes, if you also change the macros used by nroff/troff . The macro package
takes care of details like proper ordering, underlining the book title or journal name,
and quoting the article’s title. Here are the labels used by refer, with an indication of
what they represent:
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%H Header commentary, printed before reference
%A Author’s name

%Q  Corporate or foreign author (unreversed)

%T Title of article or book

%S  Series title

%J  Journal containing article

%B  Book containing article

%R  Report, paper, or thesis (for unpublished material)
%V  Volume

%N  Number within volume

%E  Editor of book containing article

%P  Page number(s)

%I  Issuer (publisher)

%C  City where published

%D  Date of publication

%0  Other commentary, printed at end of reference
%K Keywords used to locate reference

%L Label used by —k option of refer

%X  Abstract (used by roffbib, not by refer)

Only relevant fields should be supplied. Except for %A, each field should be given only
once; in the case of multiple authors, the senior author should come first. The %Q is
for organizational authors, or authors with Japanese or Arabic names, in which cases the
order of names should be preserved. Books should be labeled with the %T, not with the
%B, which is reserved for books containing articles. The %J and %B fields should
never appear together, although if they do, the %J will override the %B. If there is no
author, just an editor, it is best to type the editor in the %A field, as in this example:

%A Bertrand Bronson, ed.

The %E field is used for the editor of a book (%B) containing an article, which has its
own author. For unpublished material such as theses, use the %R field; the title in the
%T field will be quoted, but the contents of the %R field will not be underlined. Unlike
other fields, %H, %0, and %X should contain their own punctuation. Here is a modest
example:

%A Mike E. Lesk

%T Some Applications of Inverted Indexes on the Unix System
%B  Unix Programmer’s Manual

%I  Bell Laboratories

%C  Murray Hill, NJ

%D 1978

%V 2a

%K refer mkey inv hunt

%X Difficult to read paper that dwells on indexing strategies,
giving little practical advice about using \fBrefer\fP.

Note that the author’s name is given in normal order, without inverting the surname;
inversion is done automatically, except when %Q is used instead of %A. We use %X
rather than %0 for the commentary because we do not want the comment printed all

the time. The %0 and %H fields are printed by both refer and roffbib; the %X field
is printed only by roffbib, as a detached annotation paragraph.
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Data Entry with Addbib

The addbib program is for creating and extending bibliographic databases. You
must give it the filename of your bibliography:

% addbib database

Every time you enter addbib, it asks if you want instructions. To get them, type y ; to
skip them, type RETURN. Addbib prompts for various fields, reads from the keyboard,
and writes records containing the refer codes to the database. After finishing a field
entry, you should end it by typing RETURN. If a field is too long to fit on a line, type a
backslash (\) at the end of the line, and you will be able to continue on the following
line. Note: the backslash works in this capacity only inside addbib.

A field will not be written to the database if nothing is entered into it. Typing a
minus sign as the first character of any field will cause addbib to back up one field at a
time. Backing up is the best way to add multiple authors, and it really helps if you for-
get to add something important. Fields not contained in the prompting skeleton may
be entered by typing a backslash as the last character before RETURN. The following
line will be sent verbatim to the database and addbib will resume with the next field.
This is identical to the procedure for dealing with long fields, but with new fields, don’t
forget the % key-letter.

Finally, you will be asked for an abstract (or annotation), which will be preserved
as the %X field. Type in as many lines as you need, and end with a control-D (hold
down the CTRL button, then press the d key). This prompting for an abstract can be
suppressed with the —a command line option.

After one bibliographic record has been completed, addbib will ask if you want to
continue. If you do, type RETURN ; to quit, type q or n (quit or no). It is also possible
to use one of the system editors to correct mistakes made while entering data. After the
Continue? prompt, type any of the following: edit, ex, vi, or ed you will be placed
inside the corresponding editor, and returned to addbib afterwards, from where you
can either quit or add more data.

If the prompts normally supplied by addbib are not enough, are in the wrong
order, or are too numerous, you can redefine the skeleton by constructing a promptfile.
Create some file, to be named after the —p command line option. Place the prompts you
want on the left side, followed by a single TAB (control-I), then the refer code that is to
appear in the bibliographic database. Addbib will send the left side to the screen, and
the right side, along with data entered, to the database.

Printing the Bibliography

Sortbib is for sorting the bibliography by author (%A) and date (%D), or by data
in other fields. It is quite useful for producing bibliographies and annotated bibliogra-
phies, which are seldom entered in strict alphabetical order. It takes as arguments the
names of up to 16 bibliography files, and sends the sorted records to standard output
(the terminal screen), which may be redirected through a pipe or into a file.

The —sKEYS flag to sortbib will sort by fields whose key-letters are in the KEYS
string, rather than merely by author and date. Key-letters in KEYS may be followed
by a ‘+’ to indicate that all such fields are to be used. The default is to sort by senior
author and date (printing the senior author last name first), but ~sA+D will sort by all
authors and then date, and —sATD will sort on senior author, then title, and then date.
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Roffbib is for running off the (probably sorted) bibliography. It can handle anno-
tated bibliographies annotations are entered in the %X (abstract) field. Roffbib is a
shell script that calls refer —B and nroff —mbib . It uses the macro definitions that
reside in /usr/lib/tmac/tmac.bib, which you can redefine if you know nroff and troff.
Note that refer will print the %H and %O commentaries, but will ignore abstracts in
the %X field; roffbib will print both fields, unless annotations are suppressed with the
—x option.

The following command sequence will lineprint the entire bibliography, organized
alphabetically by author and date:

% sortbib database | roffbib | Ipr

This is a good way to proofread the bibliography, or to produce a stand-alone bibliogra-
phy at the end of a paper. Incidentally, roffbib accepts all flags used with nroff. For
example:

% sortbib database | roffbib —Tdtc —sl

will make accent marks work on a DTC daisy-wheel printer, and stop at the bottom of
every page for changing paper. The —n and -o flags may also be quite useful, to start
page numbering at a selected point, or to produce only specific pages.

Roffbib understands four command-line number registers, which are something like
the two-letter number registers in —ms. The —-rN1 argument will number references
beginning at one (1); use another number to start somewhere besides one. The —rV2 flag
will double-space the entire bibliography, while -rV1 will double-space the references,
but single-space the annotation paragraphs. Finally, specifying —rL6i changes the line
length from 6.5 inches to 6 inches, and saying -rO1i sets the page offset to one inch,
instead of zero. (That’s a capital O after —r, not a zero.)

Citing Papers with Refer

The refer program normally copies input to output, except when it encounters an
item of the form:

partial citation

The partial citation may be just an author’s name and a date, or perhaps a title and a
keyword, or maybe just a document number. Refer looks up the citation in the biblio-
graphic database, and transforms it into a full, properly formatted reference. If the par-
tial citation does not correctly identify a single work (either finding nothing, or more
than one reference), a diagnostic message is given. If nothing is found, it will say No
such paper. If more than one reference is found, it will say Too many hits. Other diag-
nostic messages can be quite cryptic; if you are in doubt, use checknr to verify that all
your .['s have matching .’s.

When everything goes well, the reference will be brought in from the database,
numbered, and placed at the bottom of the page. This citation, lesk inverted indexes
for example, was produced by:

P

)
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This citation,

lesk inverted indexes

|

for example, was produced by

The .[ and .] markers, in essence, replace the .FS and .FE of the —-ms macros, and also
provide a numbering mechanism. Footnote numbers will be bracketed on the the line-
printer, but superscripted on daisy-wheel terminals and in troff. In the reference itself,
articles will be quoted, and books and journals will be underlined in nroff, and italicized
in troff.

Sometimes you need to cite a specific page number along with more general biblio-
graphic material. You may have, for instance, a single document that you refer to
several times, each time giving a different page citation. This is how you could get
p. 10 in the reference:

kies document formatting
%P 10

y
The first line, a partial citation, will find the reference in your bibliography. The second

line will insert the page number into the final citation. Ranges of pages may be
specified as %P 56-78.

When the time comes to run off a paper, you will need to have two files: the biblio-
graphic database, and the paper to format. Use a command line something like one of
these:

% refer —p database paper | nroff —ms
% refer —p database paper | tbl | nroff —ms
% refer —p database paper | tbl | neqn | nroff —ms

If other preprocessors are used, refer should precede tbl, which must in turn precede
eqn or neqn . The —p option specifies a private database, which most bibliographies
are.

Refer’s Command-line Options

Many people like to place references at the end of a chapter, rather than at the
bottom of the page. The —e option will accumulate references until a macro sequence of
the form

|
$LISTS
]
is encountered (or until the end of file). Refer will then write out all references col-

lected up to that point, collapsing identical references. Warning: there is a limit
(currently 200) on the number of references that can be accumulated at one time.

It is also possible to sort references that appear at the end of text. The —-sKEYS
flag will sort references by fields whose key-letters are in the KEYS string, and permute
reference numbers in the text accordingly. It is unnecessary to use —e with it, since —s
implies —e. Key-letters in KEYS may be followed by a ‘4’ to indicate that all such
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fields are to be used. The default is to sort by senior author and date, but —sA+D will
sort on all authors and then date, and —sA+T will sort by authors and then title.

Refer can also make citations in what is known as the Social or Natural Sciences
format. Instead of numbering references, the -1 (letter ell) flag makes labels from the
senior author’s last name and the year of publication. For example, a reference to the
paper on Inverted Indexes cited above might appear as [Lesk1978a]. It is possible to
control the number of characters in the last name, and the number of digits in the date.
For instance, the command line argument -16,2 might produce a reference such as
[Kernig78c].

Some bibliography standards shun both footnote numbers and labels composed of
author and date, requiring some keyword to identify the reference. The -k flag indi-
cates that, instead of numbering references, key labels specified on the %L line should
be used to mark references.

The -n flag means to not search the default reference file, located in
Jusr/dict/papers/Rv7man. Using this flag may make refer marginally faster. The -an
flag will reverse the first n author names, printing Jones, J. A. instead of J. A. Jones.
Often -al is enough; this will reverse the names of only the senior author. In some ver-
sions of refer there is also the —f flag to set the footnote number to some predetermined
value; for example, —£23 would start numbering with footnote 23.

Making an Index

Once your database is large and relatively stable, it is a good idea to make an index
to it, so that references can be found quickly and efficiently. The indxbib program
makes an inverted index to the bibliographic database (this program is called pubindex
in the Bell Labs manual). An inverted index could be compared to the thumb cuts of a
dictionary instead of going all the way through your bibliography, programs can move
to the exact location where a citation is found.

Indxbib itself takes a while to run, and you will need sufficient disk space to store
the indexes. But once it has been run, access time will improve dramatically. Further-
more, large databases of several million characters can be indexed with no problem.

The program is exceedingly simple to use:

% indxbib database

Be aware that changing your database will require that you run indxbib over again. If
you don’t, you may fail to find a reference that really is in the database.

Once you have built an inverted index, you can use lookbib to find references in
the database. Lookbib cannot be used until you have run indxbib. When editing a
paper, lookbib is very useful to make sure that a citation can be found as specified. It
takes one argument, the name of the bibliography, and then reads partial citations from
the terminal, returning references that match, or nothing if none match. Its prompt is
the greater-than sign.

o
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% lookbib database

> lesk inverted indexes

%A Mike E. Lesk

%T Some Applications of Inverted Indexes on the Unix System
%J  Unix Programmer’s Manual

%I  Bell Laboratories

%C  Murray Hill, NJ

%D 1978

%V 2a

%X Difficult to read paper that dwells on indexing strategies,
giving little practical advice about using \fBrefer\fP.

>

If more than one reference comes back, you will have to give a more precise citation for
refer . Experiment until you find something that works; remember that it is harmless
to overspecify. To get out of the lookbib program, type a control-D alone on a line;
lookbib then exits with an “EOT” message.

Lookbib can also be used to extract groups of related citations. For example, to
find all the papers by Brian Kernighan found in the system database, and send the out-
put to a file, type:

% lookbib /usr/dict/papers/Ind > kern.refs
> kernighan

> EOT

% cat kern.refs

Your file, kern.refs, will be full of references. A similar procedure can be used to pull
out all papers of some date, all papers from a given journal, all papers containing a cer-
tain group of keywords, etc.

Refer Bugs and Some Solutions

The refer program will mess up if there are blanks at the end of lines, especially
the %A author line. Addbib carefully removes trailing blanks, but they may creep in
again during editing. Use an editor command g/ *$/s/// to remove trailing blanks
from your bibliography.

Having bibliographic fields passed through as string definitions implies that interpo-
lated strings (such as accent marks) must have two backslashes, so they can pass
through copy mode intact. For instance, the word téléphone would have to be
represented:

te\\* "le\\* "phone

in order to come out correctly. In the %X field, by contrast, you will have to use single
backslashes instead. This is because the %X field is not passed through as a string, but
as the body of a paragraph macro.

Another problem arises from authors with foreign names. When a name like
Valéry Giscard d’Estaing is turned around by the —a option of refer, it will appear as
d’Estaing, Valéry Giscard, rather than as Giscard d’Estaing, Valéry. To prevent this,
enter names as follows:
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%A Vale\\*'ry Giscard\0d Estaing ,
%A Alexander Csoma\0Ode\0OKo\\*:ro\\*:s -

(The second is the name of a famous Hungarian linguist.) The backslash-zero is an
nroff/troff request meaning to insert a digit-width space. It will protect against faulty
name reversal, and also against mis-sorting.

N

Footnote numbers are placed at the end of the line before the .[ macro. This line
should be a line of text, not a macro. As an example, if the line before the .[ is a .R
macro, then the .R will eat the footnote number. (The .R is an —ms request meaning
change to Roman font.) In cases where the font needs changing, it is necessary to do the
following:

\fIet al.\fR

awk aho kernighan weinberger

Now the reference will be to Aho et al. awk aho kernighan The \fI changes to italics,
and the \fR changes back to Roman font. Both these requests are nroff/troff requests,
not part of —ms. If and when a footnote number is added after this sequence, it will
indeed appear in the output.

r

Internal Details of Refer

You have already read everything you need to know in order to use the refer
bibliography system. The remaining sections are provided only for extra information, f
and in case you need to change the way refer works. -

The output of refer is a stream of string definitions, one for each field in a refer-
ence. To create string names, percent signs are simply changed to an open bracket, and
an [F string is added, containing the footnote number. The %X, %Y and %Z fields are
ignored; however, the annobib program changes the %X to an .AP (annotation para-
graph) macro. The citation used above yields this intermediate output:
Jds [F 1 .
- 4
.ds [A Mike E. Lesk -
.ds [T Some Applications of Inverted Indexes on the Unix System
.ds [J Unix Programmer’s Manual
.ds {I Bell Laboratories
.ds [C Murray Hill, NJ
Jds [D 1978
ds a
ar
ar
ar
J[ 1 journal-article

orH<g
coow

These string definitions are sent to nroff, which can use the —ms macros defined in
/usr/lib/mx/tmac.xref to take care of formatting things properly. The initializing
macro .|]— precedes the string definitions, and the labeled macro .][ follows. These are C :
changed from the input .[ and .] so that running a file twice through refer is harmless.
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The .][ macro, used to print the reference, is given a type-number argument, which
is a numeric label indicating the type of reference involved. Here is a list of the various
kinds of references:

Field Value Kind of Reference

%J 1 Journal Article
%B 3 Article in Book
%R %G 4Report, Government Report

%l 2 Book
%M 5 Bell Labs Memorandum (undefined)
none 0 Other

The order listed above is indicative of the precedence of the various fields. In other
words, a reference that has both the %J and %B fields will be classified as a journal
article. If none of the fields listed is present, then the reference will be classified as
other.

The footnote number is flagged in the text with the following sequence, where
number is the footnote number:

\*([-number\*(.]

The \*([. and \*(.] stand for bracketing or superscripting. In nroff with low-resolution
devices such as the lpr and a crt, footnote numbers will be bracketed. In troff, or on
daisy-wheel printers, footnote numbers will be superscripted. Punctuation normally
comes before the reference number; this can be changed by using the —P (postpunctua-
tion) option of refer.

In some cases, it is necessary to override certain fields in a reference. For instance,
each time a work is cited, you may want to specify different page numbers, and you
may want to change certain fields. This citation will find the Lesk reference, but will
add specific page numbers to the output, even though no page numbers appeared in the
original reference.

lesk inverted indexes

%P 7-13

%1 Computing Services
%0 UNX 12.2.2.

|
The %I line will also override any previous publisher information, and the %0 line will

append some commentary. The refer program simply adds the new %P, %I, and %0
strings to the output, and later strings definitions cancel earlier ones.

It is also possible to insert an entire citation that does not appear in the biblio-
graphic database. This reference, for example, could be added as follows:
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%A Brian Kernighan
%T A Troff Tutorial
%1 Bell Laboratories
%D 1978

y
This will cause refer to interpret the fields exactly as given, without searching the

bibliographic database. This practice is not recofnmended, however, because it’s better
to add new references to the database, so they can be used again later.

If you want to change the way footnote numbers are printed, signals can be given
on the .[ and .] lines. For example, to say See reference (2), the citation should appear
as:

See reference

(

partial citation
1),

Note that blanks are significant on these signal lines. If a permanent change in the foot-
note format is desired, it’s best to redefine the [. and .] strings.

Changing the Refer Macros

This section is provided for those who wish to rewrite or modify the refer macros.
This is necessary in order to make output correspond to specific journal requirements, or
departmental standards. First there is an explanation of how new macros can be substi-
tuted for the old ones. Then several alterations are given as examples. Finally, there is
an annotated copy of the refer macros used by roffbib .

The refer macros for nroff/troff supplied by the -ms macro package reside in
/usr/lib/mx/tmac.xref; they are reference macros, for producing footnotes or endnotes.
The refer macros wused by roffbib, on the other hand, reside in
[usr/lib/tmac/tmac.bib; they are for producing a stand-alone bibliography.

To change the macros used by roffbib, you will need to get your own version of
this shell script into the directory where you are working. These two commands will get
you a copy of roffbib and the macros it uses: t

% cp [usr/lib/tmac/tmac.bib bibmac

You can proceed to change bibmac as much as you like. Then when you use roffbib,
you should specify your own version of the macros, which will be substituted for the
normal ones

% roffbib —m bibmac filename

where filename is the name of your bibliography file. Make sure there’s a space between
-m and bibmac.

If you want to modify the refer macros for use with nroff and the -ms macros,
you will need to get a copy of tmac.xref:

% cp /usr/lib/ms/s.ref refmac

These macros are much like bibmac, except they have .FS and .FE requests, to be used

(
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in conjunction with the —ms macros, rather than independently defined .XP and .AP
requests. Now you can put this line at the top of the paper to be formatted:

.so refmac

Your new refer macros will override the definitions previously read in by the -ms pack-
age. This method works only if refmac is in the working directory.

Suppose you didn’t like the way dates are printed, and wanted them to be
parenthesized, with no comma before. There are five identical lines you will have to
change. The first line below is the old way, while the second is the new way:

i P\K(D™ L \\#(D)e

it WD A& (W(D)\e |
In the first line, there is a comma and a space, but no parentheses. The \¢ at the end of
each line indicates to nroff that it should continue, leaving no extra space in the out-

put. The \& in the second line is the do-nothing character; when followed by a space, a
space is sent to the output.

If you need to format a reference in the style favored by the Modern Language
Association or Chicago University Press, in the form (city: publisher, date), then you
will have to change the middle of the book macro [2 as follows:

\& (\e
it PO (e

if P\\*(D”” , \\*([D\c

¢

This would print (Berkeley: Computing Services, 1982) if all three strings were present.
The first line prints a space and a parenthesis; the second prints the city (and a colon) if
present; the third always prints the publisher (books must have a publisher, or else
they’re classified as other); the fourth line prints a comma and the date if present; and
the fifth line closes the parentheses. You would need to make similar changes to the
other macros as well.
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READER’S RESPONSE

We use readers’ comments in revising and improving our documents.

Document Title: DOMAIN/IX Text Processing Guide
Order Number: 005802

Revision: 00

Date of Publication: July, 1985

‘What is the best feature of this manual?

Please list any errors, omissions, or problem areas in the manual. (Identify errors by page,
section, figure, or table number wherever possible.)

What type of user are you?

Systems programmer; language

Applications programmer; language
Manager/Professional

Technical Professional
Adminstrative/Support Personnel
Student programmer

User with little programming experience
Other

How often do you use your system?

Nature of your work on the DOMAIN System:

Your name Date

Organization

Street Address

City State Zip/Country

No postage necessary if mailed in the U.S. Fold on dotted lines (see reverse), tape, and mail.
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