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If you mount a filesystem that contains unreadable or otherwise invalid data, unpredict-
able things will happen.

RELATED INFORMATION
mount(2)
mtab(5)
fstab(5)
mkdisk(8)
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NAME
pac — printer/plotter accounting information

USAGE
letc/pac [ =Pprinter 1 [ —pprice 1 [ -s 1 [ -r 1 [ ¢ 1 [ username(s) ]

DESCRIPTION
Pac reads the printer/plotter accounting files, accumulating the number of pages (the
usual case) or feet (for raster devices) of paper consumed by each user, and printing
out how much each user consumed in pages or feet and dollars. If any username(s)
are specified, then statistics are only printed for those users; usually, statistics are
printed for every user who has used any paper.

OPTIONS ,

—Pprinter Causes accounting to be performed for the named printer. Normally,
accounting is performed for the default printer (site dependent), or the
printer specified by the value of the environment variable PRINTER.

—pprice Causes the value price to be used for the cost in dollars instead of the
default value of 0.02.

—C Causes the output to be sorted by cost; usually the output is sorted
alphabetically by name.

-r Reverses the sorting order.

-S Causes the accounting information to be summarized on the summary
accounting file; this is necessary because, on a busy system, the
accounting file can grow by several lines per day.

FILES

fusrfadm/?acct raw accounting files

fusrfadm/? _sum summary accounting files
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NAME
rc — boot time shell script

USAGE
[cps] /etc/run_rc

DESCRIPTION
Run_rc performs a setuid to *‘root’’ and runs the shell script ‘node_datafetc.rc. This
script initializes /tmp and /usr/tmp and optionally starts various daemons (e.g., inetd,
Ipd, and so on).

Edit the script to tailor it for the node on which it is installed.

This script usually runs at boot time. If you include the following line in your DM
startup file:

cps /etc/run_rc

etc.rc will be run every time you reboot your node.

NOTE
The /etc/rc file is a variant link, which resolves to ‘node_data/etc.rc.

NOTES TO DOMAIN/IX USERS
Beginning at SR9.5, the ‘node_data/etc.rc must be owned by root, and have the setuid
bit set. The run_rc program can execute a user-created file, ‘node_data/etc.rc.local,
which may contain commands that do not need to run as root.

FILES
fetc/run_rc program that runs ‘node_datafetc.rc

[sys/node_datafetc.rc boot time shell script that runs as root
/sys/node_dataletc.rc.local boot time shell script for user commands
Jetc/rc link to ‘node_datafetc.rc

fetcfre.local link to ‘node_datafetc.rc.local

RELATED INFORMATION
cron(l)
uucp(1C)
inetd(8C)
rwhod(8C)
routed(8C)
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NAME
reboot — reboot the processor

USAGE
/ete/reboot [ -n 1 [ —q ]

DESCRIPTION
The reboot command writes out cached pages to the disks and then reboots the pro-
cessor. Since DOMAIN processors do not currently support autoboot, this command
behaves exactly like halt(8).

OPTIONS v

-n Prevent the sync before rebooting.

-q . Reboot quickly, without first shutting down running processes.
RELATED INFORMATION

reboot(2)

halt(8)
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NAME

renice — alter priority of running processes
USAGE

letc/renice priority [[-p 1 pid 1 [ [ -g 1 pgrp 1 [ [ -u ] user ]
DESCRIPTION

Renice changes the scheduling priority of one or more running processes. Renice will
operate on processes identified by process IDs, process group IDs, or usernames. Run-
ning renice on a process group causes all processes in the group to have their schedul-
ing priority altered. Renice followed by a username causes all processes owned by that
user to have their scheduling priority altered.

By default, the processes to be affected are specified by their process IDs.

Users can increase the priority of their own processes, i.e., make them run slower, by
setting priority to a positive integer in the range 0 to PRIO_MIN (20). Setting the
priority to a negative integer in the range zero to PRIO_MAX (-20) causes processes
to run more quickly.

Useful priorities are:
19 (the processes will run only when nothing else on the system wants to)
0 (the ‘‘base’’ scheduling priority)
negative numbers (to make processes run faster)

OPTIONS

-g forces renice to interpret the next number as the process ID of a group
of processes to be affected.

-u allows you to specify all the processes of a certain user or users.

-p resets the interpretation to process IDs (the default). This may be
necessary when several options are strung together on one command
line (see below).

NOTES

If you give the process a negative priority, the process cannot be interrupted. To inter-
rupt the process, you must change the priority to a number greater than zero.

Unless you are the super-user, you can’t increase the scheduling priorities of your own
processes, even if you were the one who decreased the priorities in the first place.

EXAMPLE
letc/renice +1 987 —u daemon root —p 32

decreases the priority of process IDs 987 and 32, as well as that of all processes
owned by users daemon and root.
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FILES
[etc/passwd

RELATED INFORMATION
getpriority(2)
setpriority(2)

11-38

DOMAIN/IX BSD4.2

file that maps user names to user IDs

RENICE (8)
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NAME
sendmail — send mail over the internet

USAGE
/usr/lib/sendmail [ flags ] [ address ... ]

newaliases
mailq

DESCRIPTION
Sendmail sends a message to one or more log-in names, routing the message over
whatever networks are necessary.

Q Sendmail is not a user interface routine; other programs provide simpler front ends;
sendmail is used only to deliver pre-formatted messages.

With no flags, sendmail reads its standard input up to a "D, or to a line with a single
dot, and sends a copy of the text to all of the addresses listed. It determines the net-
work to use based on the syntax and contents of the addresses.

Local addresses are looked up in a file and aliased appropriately. Aliasing can be

prevented by preceding the address with a backslash. Normally, the sender is not
O included in any alias expansions. For example, if “‘john’’ sends to ‘‘group’’ and

“‘group’’ includes ‘‘john”’ in the expansion, then the letter will not be delivered to

3 Gj ohn, ’.
FLAGS
Flags are:
-ba Go into ARPANET mode. All input lines must end with a CR-LF, and
all messages will be generated with a CR-LF at the end. Also, the
Q “‘From:”” and ‘‘Sender:’’ fields are examined for the name of the
sender.
-bd Run as a daemon. This requires Berkeley IPC.
-bi Initialize the alias database.
-bm Deliver mail in the usual way (default).
-bp Print a listing of the queue.
-bs Use the SMTP protocol as described in RFC821. This flag implies all
the operations of the ~ba flag that are compatible with SMTP. '
-bt Run in address test mode. This mode reads addresses and shows the
steps in parsing; it is used for debugging configuration tables.
Q -bv Verify names only — do not try to collect or deliver a message. Verify
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-bz

—Cfile
-dX
=Ffullname

~fname

-n
—ox value

—qltime]

—rname

-V

OPTIONS
A number of processing options may be set. Normally, a system administrator will set
these. Options may be invoked either on the command line using the —o flag or in the
configuration file. The options are:
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c
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mode is normally used for validating users or mailing lists.

Create the configuration freeze file. (Not currently supported by
DOMAIN/X.)

Use alternate configuration file.
Set debugging value to X.
Set the full name of the sender.

Sets the name of the ‘‘from’’ person (i.e., the sender of the mail). —f
can only be used by the special users root, daemon, and network, or if
name is the same as your log-in name.

Set the hop count to N. The hop count is incremented every time the
mail is processed. When it reaches a limit, the mail is returned with an
error message, the victim of an aliasing loop.

Don’t perform aliasing.
Set option x to the specified value. Options are described below.

Processed saved messages in the queue at time intervals. If time is
omitted, process the queue once. Time is given as a tagged number,
with ‘‘s’’ being seconds, ‘“‘m’’ being minutes, ‘‘h’’ being hours, ‘‘d’’
being days, and ‘“‘w’’ being weeks. For example, ‘‘—-qlh30m’’ or
*“—q90m’’ would both set the interval between processing passes to one
hour thirty minutes. '

An alternate (obsolete) form of the —f flag.

Read message for recipients. To:, Cc:, and Bec: lines will be scanned
for people to send to. The Bcc: line will be deleted before transmission.
Any addresses in the argument list will be suppressed.

Go into verbose mode. Alias expansions will be announced, etc.

specifies an alternate alias file.

queues messages, rather than connecting immediately to mailers that are
considered *‘expensive’’.

sets the delivery mode to x. Delivery modes are ‘‘i’’ for interactive
(synchronous) delivery, ‘‘b’’ for background (asynchronous) delivery,
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Fmode

Hfile

Ln

Qgqueuedir

rtimeout

Sfile

S

Ttime

tsez,dtz
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and ‘‘q’’ for queue only — i.e., actual delivery is made the next time the
queue is run.

tries to automatically rebuild the alias database, if necessary.

Set error processing to mode x. Valid modes are ‘“‘m’’ to mail back the
error message, ‘‘w’’ to ‘‘write’’ back the error message (or mail it back
if the sender is not logged in), ‘‘p’’ to print the errors on the terminal
(default), ‘q”’ to throw away error messages (only exit status is
returned), and ‘‘e’’ to do special processing for the BerkNet. If the text
of the message is not mailed back by modes ‘““m’’ or ‘‘w”’ and if the
sender is local (this machine), a copy of the message is appended to the
file ‘‘dead.letter’’ in the sender’s home directory.

causes sendmail to use this mode when creating temporary files. (See
chmod(1)).

saves UNIX-style From lines at the front of messages.

uses N as the default group ID when calling mailers.

calls the SMTP help file.

ignores a dot on a line by itself as a message terminator.

sets the log level.

sends to ‘‘me’’ (the sender) also, if I am in an alias expansion.

uses old style headers, if possible. If not set, this message is guaranteed
to have new style headers (i.e., commas instead of spaces between
addresses). If set, an adaptive algorithm is used that will correctly
determine the header format in most cases.

selects the directory in which to queue messages.

sets the timeout on reads. If none is set, sendmail will wait indefinitely
for a mailer.

saves statistics in the named file.

restarts the queue file, even under circumstances where it is not strictly
necessary.

sets the timeout on messages in the queue to the specified time. After
sitting in the queue for this amount of time, they will be returned to the
sender. The default is three days.

sets the name of the time zone. Stz is standard time zone; dtz is day-
light time zone.
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uN sets the default user ID for mailers to N.

If the first character of the username is a vertical bar, the rest of the username is used
as the name of a program to pipe the mail to. It may be necessary to quote the name
of the user to keep sendmail from suppressing the blanks between arguments.

Sendmail returns an exit status describing what it did. The codes are defined in

<sysexits.h>

EX_OK
EX_NOUSER
EX_UNAVAILABLE
EX_SYNTAX
EX_SOFTWARE
EX_OSERR
EX_NOHOST
EX_TEMPFAIL

Successful completion on all addresses.

Usemame not recognized.

Catchall meaning necessary resources were not available.
Syntax error in address.

Internal software error, including bad arguments.
Temporary operating system error, such as “cannot fork”.
Host name not recognized.

Message could not be sent immediately, but was queued.

If invoked as newaliases, sendmail will rebuild the alias database. If invoked as
mailq, sendmail will print the contents of the mail queue.

NOTES
Sendmail converts blanks in addresses to dots. This is not consistent with ARPANET
mail protocol RFC733 (NIC 41952), but it is consistent with the new protocol

(RFC822).

NOTES TO DOMAIN/IX USERS

If you are running sendmail as a daemon, you must run newaliases on the same node
that is running the sendmail daemon. Once newaliases has completed, you must kill
and restart the sendmail daemon for the changes to take effect.

FILES
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[usr/lib/aliases
[usr/liblaliases.pag
[usr/lib/aliases.dir
[usr/lib/sendmail.cf
Jusr/lib/uucpproto.cf
[usr/liblarpaproto.cf
[usr/lib/sendmail.st
fusr{binfuux

fusr/spoolimqueue/*

raw data for alias names, in text

database of alias names used by sendmail
database of alias names used by sendmail
configuration file

example uucp configuration file

example ARPANET configuration file
collected statistics

to deliver uucp mail

temp files
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RELATED INFORMATION
mail(1)
rmail(1l)
DARPA Internet Request For Comments RFC819, RFC821, RFC822;
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NAME

sup — set UNIX-style protection

SYNTAX

lete/sup directory ...

DESCRIPTION

Sup modifies each named directory so that new files and subdirectories created within
that directory will receive UNIX-style protection. Normally, new files and directories
that are created from DOMAIN/IX programs (using creat(2), open(2), mknod(2), or
mkdir(2)) receive UNIX-style protection, but files and directories created by non-
DOMAIN/X programs (including the Display Manager) receive the initial (default)
ACL of the directory in which they are created. The sup command arranges that all
objects created in a directory to which sup has been applied will receive UNIX-style
protection, i.e., owner, group and world rights based on the identity of the creating
process.

EXAMPLE

NOTE

To apply sup recursively to an entire directory hierarchy, type (in a Boume shell):

find directory -type d -exec sup {}\;

The sup command should not be run on any installed software, for example, the /com,
/bin, or [usr directories, since sup will nullify the initial default ACL and thereby deny
the DOMAIN sys_admin account rights to those directories (and any directories
created under them later). This means that a sys_admin account will be unable to
update that software. In effect, you will probably not wish to use sup on directory
levels higher than users’ home directories.

If you inadvertantly run sup on a directory, you can restore the initial default ACL
using the id option to edacl. For example, to restore the sys_admin account to
directory’s initial default ACL, use the following command.

edacl -a %.sys_admin.%.% -all -id directory

RELATED INFORMATION

11-44

chmod(1)
creat(2)
open(2)
chown(8)
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NAME
swapul — rearrange underlining
USAGE
letc/swapul
DESCRIPTION

SWAPUL (8)

Swapul reads lines from standard input, rearranges underlining so that the underlines
follow a character in the output stream (instead of being preceded by them), and writes

the resulting text to standard output.

RELATED INFORMATION
DOMAIN System Command Reference

Revision 01
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NAME
sync — update the super-block

USAGE
letc/sync

DESCRIPTION
The sync command executes the sync system primitive. You can call sync to ensure
that all disk writes have been completed before the processor is halted in a way not
suitably done by reboot(8) or halt(8). See sync(2) for details on the system primitive.

The sync operation is not actually necessary on DOMAIN hardware, because the sys-
tem buffers are automatically written to disk at shutdown. Nevertheless, we provide it
in the interest of compatibility.

RELATED INFORMATION
sync(2)
fsync(2)
halt(8)
reboot(8)
update(8)
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NAME
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syslog — log systems messages

USAGE

[etc/syslog [ -mN ] [ -fname ] [ -d ]

DESCRIPTION

Syslog reads a datagram socket and logs each line it reads into a set of files described
by the configuration file /etc/syslog.conf. Syslog configures when it starts up or
receives a hangup signal.

Each message is one line. A message can contain a priority code, marked by a digit in
angle braces at the beginning of the line. Priorities are defined in <syslog.h>, as fol-

lows:

LOG_ALERT

LOG_SALERT

LOG_EMERG

LOG_ERR
LOG_CRIT

LOG_WARNING

LOG_NOTICE

LOG_INFO

LOG_DEBUG

Revision 01

this priority should essentially never be used. It applies only to
messages that are so important that every user should be aware of
them, e.g., a serious hardware failure.

messages of this priority should be issued only when immediate
attention is needed by a qualified system person, e.g., when some
valuable system resource dissappears. They get sent to a list of
system people.

Emergency messages are not sent to users, but represent major
conditions. An example might be hard disk failures. These could
be logged in a separate file so that critical conditions could be
easily scanned.

these represent error conditions, such as soft disk failures, etc.

such messages contain critical information, but which can not be
classed as errors, for example, ‘su’ attempts.

issued when an abnormal condition has been detected, but
recovery can take place.

something that falls in the class of ‘‘important information’’; this
class is informational but important enough that you don’t want to
throw it away casually. Messages without any priority assigned to
them are typically mapped into this priority.

information level messages. These messages could be thrown
away without problems, but should be included if you want to
keep a close watch on your system.

it may be useful to log certain debugging information. Normally
this will be thrown away.
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It is expected that the kernel will not log anything below LOG_ERR priority.

The configuration file is in two sections separated by a blank line. The first section
defines files that syslog will log into. Each line contains a single digit which defines
the lowest priority (highest numbered priority) that this file will receive, an optional
asterisk which guarantees that something gets output at least every 20 minutes, and a
pathname. The second part of the file contains a list of users that will be informed on
SALERT level messages. For example, the configuration file:

8/usr/spool/adm/syslog
3/usr/adm/critical

smith
jones
robinson

logs all messages priority 8 or higher into the file /usr/spool/adm/syslog; and all mes-
sages of priority 3 or higher into /usr/adm/critical. The users ‘‘smith’’, *‘jones’’, and
‘“‘robinson’’ will be informed on any subalert messages.

The flags are:

-m Set the mark interval to N (default 20 minutes).

—f Specify an altemnate configuration file.

~d Debug mode. Do not attempt to ignore signals. Log errors to /dev/log.

To bring syslog down, send it a terminate signal. It logs that it is going down and
then waits approximately 30 seconds for any additional messages to come in.

There are some special messages that cause control functions. ‘‘<*>N’’ sets the
default message priority to N. ‘‘<$>’’ causes syslog to reconfigure (equivalent to a
hangup signal). This can be used in a shell file run automatically early in the morning
to truncate the log.

Syslog creates the file /etc/syslog.pid if possible containing a single line with its pro-
cess id. This can be used to kill or reconfigure syslog.

NOTES
LOG_ALERT and LOG_SUBALERT messages should only be allcwed to privileged
programs.

As currently implernehted, syslog cannot deal with kernel error messages.
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In the rare case that a per-node /etc/syslog.conf is needed, /etc/syslog.conf can be made
a link to ‘node_data/syslog.conf.

RELATED FILES
[etc/syslog.conf the configuration file

[etc/syslog.pid the process id
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NAME _
systype — display version stamp

SYNTAX
/etc/systype file

DESCRIPTION ‘ ,
Systype displays the UNIX version stamp of the specified object file. Three columns
are displayed in the output. The first contains the systype; one of the following:
none
any
sys3
sysS
bsd4.1
bsd4.2

The second column contains the module name, as found in the object file. The third is
the name of the object file, as specified on the command line.

RELATED INFORMATION
DOMAIN System Command Reference
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NAME
update — update the super-block periodically

USAGE
Jetc/update

DESCRIPTION

The update program executes the sync(2) primitive every 30 seconds.

The sync operation is not actually necessary on DOMAIN hardware, because the sys-
tem buffers are automatically written to disk at shutdown. Nevertheless, we provide it
in the interest of compatibility.

RELATED INFORMATION
sync(2)
sync(8)
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NAME

update_slave — update auxiliary system administrator’s nodes

USAGE

update_slave //master_nodeid [/slave_nodeid . . .
update_slave //master_nodeid[/systype] //slave_nodeid[/[systype] . . .

DESCRIPTION

11-52

Update_slave is a DOMAIN/IX shell script which updates the /etc directories, as well
as other system administrative information, on auxiliary system administrator’s nodes.
Master_nodeid is the node name of the single master system administrator’s node on
the network. Slave_nodeid is the node name of any slave, or auxiliary, system
administrator’s node. Multiple auxiliary nodes may be specified on the same command
line.

Because of the distributed nature of the DOMAIN/IX system, you may maintain only
one master set of such files as /etc/passwd, [etc/[passwd.map, and [etc/group per net-
work, on the network’s single master system administrator’s node. Otherwise, the
mapping between information in the DOMAIN registries and mformatlon in these files
will not always be accurate.

However, since two DOMAIN networks can be connected to operate as one intemet, it
may be necessary to have copies of the /etc files and directories on both networks, in
case the connection fails. In that case, the update_slave script is used to ensure that
information in /etc on the slave administrator’s node agrees with that in /etc on the
master administrator’s node. You might also wish to have slave system
administrator’s nodes if you have a very large network.

The update_slave script is normally run from cron on the master node, in a line of
the following form.

0 6 * * * //master_nodeid/etc/update_slave //master_nodeid //slave_nodeid

It can also be run from a shell prompt, if necessary.

The bsd4.2 version of this script also updates the network files in the /etc directory,
hosts, hosts.equiv, gateways, networks, protocols, and services.

It is possible that a master administrative node will run one systype of DOMAIN/IX,
and a slave, another. The second case of the command, under USAGE, is used in this
case. In the example that follows, the master node(//administrator) is running bsd4 2,
and is updating a slave node (//auxiliary) running sysS5.

letc/update_slave //administrator/bsd4.2 //auxiliary/sys5

Revision 01
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NAME
ver — change the version of Shell commands

USAGE
ver
ver systype
ver systype command

DESCRIPTION
Ver changes, temporarily or permanently, the UNIX version of commands that are
executed by the Shell. The command also displays the version in use.

The first form of the command (without arguments) displays the current systype value,

O which specifies the UNIX version of commands being executed by the Shell. The
second form allows you to set the UNIX version, to systype. Valid systypes are
‘‘sysS’’ and ‘‘bsd4.2’. '

The third form of the command causes the UNIX version of command specified by
systype to be executed, with no permanent change to systype.

FILES
O Jetc/ver used for the third form of the command

RELATED INFORMATION
DOMAIN System Command Reference

O
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NAME

(8C)

DOMAIN/IX BSD4.2

ftpd — DARPA Internet File Transfer Protocol server

USAGE
letc/ftpd [ -d ] [ —ttimeout ]

DESCRIPTION
Ftpd is the DARPA (Defense Advanced Research Projects Agency) Internet File

Transfer Protocol server process. The server uses the TCP protocol and listens at the
port specified in the *‘ftp’’ service specification.

FTPD (8C)

The ftp server currently supports the following ftp requests; upper- and lowercase
operate identically.

11-54

Request

ACCT
ALLO
APPE
CwD
DELE
HELP
LIST
MODE
NLST
NOOP
PASS
PORT
QUIT
RETR
RNFR
RNTO
STOR
STRU
TYPE
USER
XCUP
XCWD
XMKD
- XPWD
XRMD

Description

specify account (ignored)

allocate storage

append to a file

change working directory

delete a file

give help information

give list files in a directory (‘‘Is -1g’’)
specify data transfer mode

give name list of files in directory (*‘Is’’)
do nothing

specify password

specify data connection port
terminate session

retrieve a file

specify rename-from filename

specify rename-to filename

store a file

specify data transfer structure

specify data transfer rype

specify username

change to parent of current working directory
change working directory

make a directory

print the current working directory
remove a directory

Revision 01
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The remaining ftp requests specified in Internet RFC 765 are recognized, but not
implemented.

Ftpd interprets filenames according to the conventions used by csh(1), which allows
you to use the following metacharacters: *?[]{}".

Ftpd authenticates a user according to three rules.

1) The user’s name must be in the password database, /etc/passwd, and the
account must not have a null password. If the password is null, a user must
supply one before the account can perform any file operations.

2) The user’s name must not appear in the file /etc/ftpusers.

3) If the user’s name is ‘‘anonymous’’ or ‘‘ftp’’, an anonymous ftp account must
be present in the password file (i.e., user “‘ftp’’). In this case, the user may log
in by specifying any password. (By convention, this password is the original
host’s name).

In the last case, ftpd takes special measures to restrict access privileges. The ‘‘ftp”’
subtree should be constructed with care to ensure system security; the following rules
are recommended.

“ftp Make the home directory owned by *‘ftp’’ and unwritable by anyone.

~ ftp/bin
Make this directory owned by the super-user and unwritable by anyone. The
program Is(1) must be present to support the list commands. This program
should have mode 111.

~ftp/etc

Make this directory owned by the super-user and unwritable by anyone. The
files passwd(5) and group(5) must be present for the Is command to work
properly. These files should be mode 444.

~ ftp/pub
Make this directory mode 777 and owned by ‘‘ftp’’ Users should then place
files that are to be accessible via the anonymous account in this directory.

OPTIONS _
-d turns on debugging for each socket created (SO_DEBUG). With debug-
ging enabled, the system traces all sent and received on a socket.
~t sets the inactivity timeout period to timeout. Otherwise, the ftp server

will timeout an inactive session after 60 seconds.
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NOTES
Commands cannot be aborted.

The ‘‘anonymous’’ account may compromise the security and/or stability of the sys-
tem.

The server must run as the super-user so that it can create sockets with privileged port
numbers. It maintains the effective user ID of the user who is logged in, and reverts
to the super-user only when binding addresses to sockets.

NOTES TO DOMAIN/IX USERS
Ftpd, like several other of the UNIX daemons, is normally invoked at boot time by
running the inetd(8C) command from the /etc/rc file. Enable the daemon by uncom-
menting the appropriate line(s) in the /etc/inetd.conf file.

RELATED INFORMATION
ftp(1C)
inetd.conf(4)
inetd(8C)
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NAME
gettable — get NIC format host tables from a host

USAGE
[etc/gettable host

DESCRIPTION
Gettable obtains the NIC standard host tables from a ‘‘nicname’’ server. (‘‘Nicname’’
is specified in the services specifications.) The program requests the tables from the
specified host. The tables are placed in the file hosts.txt.

Gettable operates by opening a TCP connection to the port indicated in the service
specification for ‘‘nicname’’ A request is then made for ‘““ALL’’ names and the infor-
mation is placed in the output file.

Gettable is best used in conjunction with the htable(8) program which converts the
NIC standard file format to the format used by the network library look-up routines.

NOTES
The program does not support requests for only part of the host tables.

NOTE TO DOMAIN/IX USERS
This command is only useful in conjunction with the DOMAIN COM-ETHERNET
product.

RELATED INFORMATION
htable(8)
Managing TCP/IP-Based Communications Products
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NAME
ifconfig — configure network interface parameters

USAGE
letclifconfig interface [address] [parameters]

DESCRIPTION
Ifconfig assigns an address to a network interface and/or configures network interface
parameters. It must be used at boot time to define the network address of each inter-
face present on a machine. It may also be used at a later time to redefine an
interface’s address. The interface parameter is a string of the form name unit. The
address is either one of the host names listed in /etc/hosts, or a DARPA Intemnet
address expressed in the Intemnet standard “dot” notation.

OPTIONS _ A _
If invoked with no options, ifconfig displays the current configuration for the specified
interface. (Only the super-user may modify the configuration of a network interface.)

The following parameters may be set with ifconfig:

up - Mark an interface “up.”

down Mark an interface “down.” When an interface is “down,” the system
will not attempt to transmit messages through that interface.

trailers (Not supported on DOMAIN/IX.) Enable the use of a “trailer” link

level encapsulation when sending (default). If a network interface sup-
ports trailers, the system will, when possible, encapsulate outgoing mes-
sages in a manner which minimizes the number of memory to memory
copy operations performed by the receiver.

—trailers Disable the use of a “trailer” link level encapsulation. This option is
always enabled on DOMAIN/IX systems.

arp Enable the use of the Address Resolution Protocol in mapping between
network level addresses and link level addresses (default). This option is
always enabled on DOMAIN/IX systems. :

—-arp (lllegal on DOMAIN/IX.) Disable the use of the Address Resolution
Protocol.

EXAMPLE
The following example demonstrates a typical use of ifconfig on DOMAIN/IX sys-
tems, returning the state of interface dr0.

% [etcfifconfig dr0
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dr0: 192.9.10.10 flags=63<UP,BROADCAST NOTRAILERS,RUNNING>

DIAGNOSTICS
Ifconfig may return messages indicating the specified interface does not exist, the
requested address is unknown, or that an unprivileged user tried to alter an interface’s
configuration.

RELATED INFORMATION
rc(8), intro(4N), netstat(1)
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NAME

inetd — Internet superdaemon

USAGE

/etc/inetd

DESCRIPTION
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The inetd is a server-manager that invokes internet services, such as ftpd(8C) or
rlogind(8C), as necessary. Since it is a single process, inetd efficiently manages all
types of intemnet connections.

The following servers and daemons can only be invoked by inetd. (This represents a
change from the SR9.0 DOMAIN/IX convention).

[etc/ftpd DARPA File Transfer Protocol daemon
letc[rexecd Remote execution server

[etc/rlogind Remote log-in daemon

[etcfrshd Remote Shell server

[etc/telnetd DARPA TELNET protocol server

The inetd configuration file, /etc/inetd.conf is, in nearly all installations, a link to
‘node_dataletc.inetd.conf, a per-node file. Inetd reads this file at boot time and, in
some cases, after it gets a hangup signal. Details about this file may be found under
inetd.conf(4).

When a connection-oriented service such as telnet(1) is requested, inetd creates a pro-
cess running the necessary server and passes it the connection as standard input (file
descriptor 0). The server calls getpeername(2), which returns the source host and
port.

When a datagram arrives for a datagram-oriented service, inetd creates a process run-
ning the appropriate datagram-oriented server, and then passes it the socket (on which
the pending datagram is being held) as file descriptor 0.

If the server is ‘‘single-threaded,’’ it simply takes over the socket. If the server is
““multi-threaded,’’ it connects directly to the peer, freeing up the socket for continued
use by inetd. The distinction between single- and multi-threaded servers must be
noted, using the ‘‘wait’’ and ‘‘nowait’’ keywords, respectively, in
‘node_dataletc.inetd.conf.

If inetd encounters a serious error (e.g., unknown service, socket I/O error, incorrect
server pathname), it attempts to log the error via syslog(8). We recommend that you
run a syslog daemon on your node, especially if you are debugging a new server.

Revision 01

O



INETD (8C) DOMAIN/IX BSD4.2 INETD (8C)

EXAMPLE
We recommend invoking inetd in background mode via the /etc/rc Shell script. If you
include the lines

if [ -f /etc/inetd ]; then
fetc/inetd &
fi

in your node’s ‘node_data/etc.rc file, the fetc/run_rc program will start inetd at boot
time (after first checking to see if the file exists). Old versions of ‘node_data/etc.rc
typically include lines that start individual intemet server daemons. If your node’s
copy of ‘node_dataletc.rc includes such lines, remove them. We copy in a correct
version of /etc/rc, including these lines, on installation (unless you have a diskless
node).

FILES
/sys/node_datafinetd.conf inetd configuration file

[etc/services internet services database

RELATED INFORMATION
inetd.conf(4)
services(S)
protocols(s)
re(8)
syslog(8)
ftpd(8C)
rexecd(8C)
rlogind(8C)
rshd(8C)
telnetd(8C)

Managing TCP/IP-Based Communications Products
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NAME

rexecd — remote execution server

USAGE

letc/rexecd

DESCRIPTION
Rexecd is the server for the rexec(3X) routine. The server allows remote execution of
commands; it authorizes execution by means of usernames and encrypted passwords.

Rexecd listens for service requests at the port indicated in the ‘‘exec’’ service
specification. When a service request is received, the following protocol is initiated:

1)

2)

3)

4)

5)

6)

The server reads characters from the socket up to a null (\0’) byte. This string
is interpreted as an ASCII number in base 10.

If the number received in step 1 is not zero, it is interpreted as the port number
of a secondary stream to be used for stderr. A second connection is then
created to this port on the client’s machine.

The server retrieves a null-terminated usemame (maximum 16 characters) from
the first socket.

The server then retrieves a null-terminated, encrypted password (maximum 16
characters) from the first socket.

The server interprets the next string it retrieves from the first socket as a com-
mand (null-terminated). The upper bound on the size of the system’s argument
list limits the length of the command.

Rexecd then validates the user, as is normally done at log-in time. If success-
ful, rexecd then changes to the user’s home directory, and sets the appropriate
user and group protections.

If any of these steps fails, the connection is aborted and a diagnostic message is
returmned.

7

NOTES

The server returns a null byte on the connection associated with stderr and the
command line is passed to the user’s normal log-in Shell. The Shell inherits
the network connections established by rexecd.

Indicating ‘‘Login incorrect’’ as opposed to ‘‘Password incorrect’ is a weakness that
allows people to probe a system for users with no passwords.
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O

DIAGNOSTICS
All diagnostic messages are returned on the connection associated with the stderr, after
which any network connections are closed. An error is indicated by a leading byte
with a value of 1 (zero is retumned in step 7 above, upon successful completion of all
the steps prior to the command execution).

username too long
The name is longer than 16 characters.

password too long
The password is longer than 16 characters.

command too long
Q The command line passed exceeds the size of the argument list (as configured into the
system).

Login incorrect.
No password file entry for the usemame exists.

Password incorrect.
An incorrect password was supplied.

No remote directory.
O The chdir command to the home directory failed.

Try again.
A fork by the server failed.

/bin/sh: ...
The user’s log-in Shell could not be started.

NOTES TO DOMAIN/IX USERS
O Rexecd, like several other of the UNIX daemons, is normally invoked at boot time by
running the inetd(8C) command from the /etc/rc file. Enabling the daemon by uncom-
menting the appropriate line(s) in the /etc/inetd.conf file.

For a node to accept incoming rexec, it must be correctly configured to run
DOMAIN/IX TCP/IP. See System Administration for DOMAIN/IX bsd4.2 for informa-
tion on configuring TCP/IP.

RELATED INFORMATION
rexec(3X)
inetd.conf(4)
inetd(8C)

O
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NAME

rlogind — remote log-in server

USAGE

lete/rlogind [ —d ]

DESCRIPTION

Rlogind is the server for the rlogin(1C) program. The server allows remote log-in to
a system, with authentication based on privileged port numbers.

Rlogind listens for service requests at the port indicated in the ‘‘log-in’’ service
specification. When a service request is received, the following protocol is initiated:

1) The server checks the client’s source port. If the port number is not in the
range 0-1023, the server aborts the connection.

2) The server checks the client’s source address. If the address is associated with
a host for which no corresponding entry exists in the host name data base (see
hosts(5)), the server aborts the connection.

Once the source port and address have been checked, rlogind allocates a pseudo termi-
nal, and manipulates file descriptors so that the slave half of the pseudo terminal
becomes the stdin, stdout, and stderr for a log-in process. The log-in process is an
instance of the login(1l) program, invoked with the —r option. The log-in process then
authenticates the user as described in rshd(8C), but if automatic authentication fails,
rlogind presents the standard log-in message, as if the user were attempting to log in
to a standard terminal line.

The parent of the log-in process manipulates the master side of the pseudo terminal
and operates as an intermediary between the log-in process and the client of the rlogin
program. In normal operation, the packet protocol provides “S/°Q type facilities and
propagates interrupt signals to the remote programs. The log-in process propagates the
client terminal’s baud rate and terminal type, as found in the environment variable,
“TERM”’.

NOTES

The authentication procedure used here assumes the integrity of each client machine
and the connecting medium.

DIAGNOSTICS
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All diagnostic messages are returned on the connection associated with the stderr, after
which any network connections are closed. An error is indicated by a leading byte
with a value of 1.
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Hostname for your address unknown.
No entry in the host name database exists for the client’s machine.

Try again.
A fork by the server failed.

/bin/sh: ...
The user’s log-in Shell could not be started.

NOTES TO DOMAIN/IX USERS
Rlogind, like several other of the UNIX daemons, is normally invoked at boot time by
running the inetd(8C) command from the /etc/rc file. Enable the daemon by uncom-
menting the appropriate line(s) in the /etc/inetd.conf file.

For a node to accept incoming rlogin commands, it must be correctly configured to
run DOMAIN/IX TCP/IP. See System Administration for DOMAIN/IX bsd4.2 for
information on configuring TCP/IP.

RELATED INFORMATION
rlogin(1C)
inetd.conf(4)
inetd(8C)
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NAME
route — manually manipulate the routing tables

USAGE _
lete/route [-fl[command args]

DESCRIPTION
The route program allows you to manipulate the Internet routing tables by hand. It
normally is not needed, as the system routing table management daemon, routed(8C),
should tend to this task.

You may use the following three commands with route: add, to add a route; delete, to
delete a route; and change, to modify an existing route.

All commands have the following syntax:

/ete/route
command destination gateway [metric]

where destination is a host or network to which the route is ‘‘to’’, gateway is the gate-
way to which packets should be addressed, and metric is an optional count indicating

the number of hops to the destination. If no metric is specified, route assumes a value
of 0.

Routes to a particular host are distinguished from those to a network by interpreting
the Intemet address associated with destination. If the destination has a ‘‘local
address part’’ of INADDR_ANY, then the route is assumed to be a route to a network;
otherwise, it is assumed to be a route to a host.

If the route is to a destination connected via a gateway, the metric should be greater

than zero. Initially, route trys to look up all symbolic names specified for a destina-
tion or gateway in the host name database, hosts(5). If this lookup fails, route looks
for the name in the network name database, networks(5).

OPTIONS
—f *‘Flush’’ the routing tables of all gateway entries. Using this option in
conjunction with one of the commands described above flushes the
tables prior to the command’s application.
NOTES

No change operation is implemented. To change a route, add the new route, then
delete the old one.
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DIAGNOSTICS
add %s: gateway %s flags %ox Specified route is being added to the tables; values
printed are from the routing table entry supplied in
the ioctl (2) call.

delete %s: gateway %s flags %x  As above, but when deleting an entry.

%s %s done When the —f flag is specified, each routing table
entry deleted is indicated with a message of this
form.

not in table Attempted a delete operation on an entry that

wasn’t present in the tables.

routing table overflow Attempted an add operation, but the system was
low on resources and was unable to allocate
memory to create the new entry.

RELATED INFORMATION
intro(4N)
routed(8C)
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NAME

routed — network routing daemon

USAGE

letc/routed [-s 1 [ —q 1 [ -t ][ logfile ]

DESCRIPTION
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Routed is started at boot time to manage the network routing tables. The routing dae-
mon uses a variant of the Xerox NS Routing Information Protocol to maintain up-to-
date kernel routing table entries.

In normal operation, routed listens on number socket 520 (decimal) for routing infor-
mation packets. If the host is an internetwork router, it periodically supplies copies of
its routing tables to any directly connected hosts and networks.

When routed is started, it uses the SIOCGIFCONTF ioctl to find those directly con-
nected interfaces configured into the system and marked ‘‘up’’ (the software loopback
interface is ignored). If multiple interfaces are present, the host will forward packets
between networks. Routed then transmits a request packet on each interface (using a
broadcast packet if the interface supports it) and enters a loop, listening for request
and response packets from other hosts.

“When a request packet is received, routed formulates a reply based on the information

maintained in its internal tables. The response packet generated contains a list of
known routes, each marked with a ‘‘hop count’’ metric (a count of 16, or greater, is
considered ‘‘infinite’’) The metric associated with each route returned provides a
metric relative to the sender. See route(8C).

Response packets received by routed are used to update the routing tables if one of
the following conditions is satisfied:

¢)) No routing table entry exists for the destination network or host, and the metric
indicates the destination is ‘‘reachable’’ (i.e., the ‘‘hop count’’ is not infinite).

(2)  The source host of the packet is the same as the router in the existing routing
table entry. That is, updated information is being received from the very inter-
network router through which packets for the destination are being routed.

3) The existing entry in the routing table has not been updated for some time
(defined to be 90 seconds) and the route is as efficient as the current route.

C)) The new route describes a shorter route to the destination than the one currently
stored in the routing tables; to decide this, the metric of the new route is com-
pared against the one stored in the table.
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O

When an update is applied, routed records the change in its internal tables and gen-
erates a response packet to all directly connected hosts and networks. Routed waits a
short period of time (no more than 30 seconds) before modifying the kernel’s routing
tables; this allows possible unstable situations to settle.

In addition to processing incoming packets, routed also checks the routing table
entries periodically. If an entry has not been updated for 3 minutes, the entry’s metric
is set to infinity and marked for deletion. Deletions are delayed an additional 60
seconds to ensure that the invalidation is propagated throughout the intemet.

Hosts acting as internetwork routers supply their routing tables every 30 seconds to all
directly connected hosts and networks.

Q In addition to the facilities described above, routed supports the notion of ‘‘distant’’
passive and active gateways. When routed is started up, it reads the file /etc/gateways
to find gateways which may not be identified using the SIOGIFCONF ioctl. Gateways
specified in this manner should be marked passive if they are not expected to exchange
routing information, while gateways marked active should be willing to exchange rout-
ing information (i.e., they should have a routed process running on the machine).
Passive gateways are maintained in the routing tables forever and information about
them is included in any routing information transmitted. Active gateways are treated

O like network interfaces. Routing information is distributed to the gateway. If no rout-
ing information is received for a period of time, the associated route is deleted.

The /etc/gateways file is made up of a series of lines, each in the following format:
< net | host > namel gateway name2 metric value < passive | active >
The net or host keyword indicates if the route is to a network or specific host.

Namel is the name of the destination network or host. This may be a symbolic name
O located in /etc/networks or [etc/hosts, or an Internet address specified in ‘‘dot’’ nota-
tion; see inet(3N).

Name?2 is the name or address of the gateway to which messages should be forwarded.
Value is a metric indicating the ‘‘hop count’’ to the destination host or network.

The keyword passive or active indicates if the gateway should be treated as passive or
active (as described above).

OPTIONS
-S forces routed to supply routing information whether it is acting as an
internetwork router or not.
~q is the opposite of the —s option.
O -t prints a list of all packets sent or received, on the standard output.

Revision 01 11-69



ROUTED (8C) DOMAIN/IX BSD4.2 ROUTED (8C)

In addition, routed will not divorce itself from the controlling terminal, so that inter-
rupts from the keyboard will kill the process. Logfile is interpreted as the name of a
file in which routed’s actions should be logged. This log will contain information
about any changes to the routing tables and a history of recent messages sent and
received which are related to the changed route.

NOTES

The kemel’s routing tables may not correspond to those of routed for short periods of

time while processes that are using existing routes exit; the only remedy for this is to
. . e

place the routing process in the kemel.

Routed does not currently listen to intelligent interfaces, such as an IMP, or to error
protocols, such as ICMP, to gather more information.

NOTES TO DOMAIN/IX USERS

FILES

Routed is normally started on a node at boot time, by executing the run_rc command.
Uncomment the appropriate lines in the /etc/rc file. You will run the routed daemon
only on nodes connected directly to an Ethemet.

For a node to run routed, it must be correctly configured to run DOMAIN/IX TCP/IP.
See System Administration for DOMAIN/IX bsd4.2 for information on configuring
TCP/IP.

The version of DOMAIN TCP/IP available at SR9.5 includes a slightly different ver-
sion of routed that supports the new subnet facility. There are no changes in the way
the command appears to the user.

[letc/gateways for distant gateways

RELATED INFORMATION
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rc(8)

run_rc(8)

route(8C)

‘‘Internet Transport Protocols’’, XSIS 028112, Xerox System Integration
Standard.
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NAME

rshd — remote Shell server

USAGE

/ete/rshd

DESCRIPTION
Rshd is the server for the remd(3X) routine and, consequently, for the rsh(1C) pro-
gram. The server provides remote execution facilities with the authentication based on
privileged port numbers.

Rshd listens for service requests at the port indicated in the ‘‘cmd’’ service
specification. When a service request is received, the following protocol is initiated:

1)

2)

3)

4)

5)

6)

7)

8)

Revision 01

The server checks the client’s source port. If the port is not in the range 0-
1023, the server aborts the connection.

The server reads characters from the socket up to a null ("\0’) byte. The result-
ing string is interpreted as an ASCII number, base 10.

If the number received in step 1 is non-zero, it is interpreted as the port number
of a secondary stream to be used for stderr. A second connection is then
created to the specified port on the client’s machine. The source port of this
second connection is also in the range 0-1023.

The server checks the client’s source address. If the address is associated with
a host for which no corresponding entry exists in the host name database, the
server aborts the connection.

The server retrieves a null terminated usemame (maximum 16 characters) on
the initial socket. This name is interpreted as a user account to be used on the
server’s machine.

The server retrieves a null terminated usemame (maximum 16 characters) on
the initial socket. This name is interpreted as a user account to be used on the
client’s machine.

The server interprets the next string, up to a null character, as a command to be
passed to the Shell. The upper bound on the size of the system’s argument 'ist
limits the length of the command.

Rshd then validates the user according to the following steps. The remote
username is looked up in the password file and a chdir is performed to the
user’s home directory. If either the lookup or chdir fail, the connection is ter-
minated. If the user is not the super-user (user ID zero), the file
fetc/hosts.equiv is consulted for a list of hosts considered ‘‘equivalent.”” If the
client’s host name is present in this file, the authentication is considered suc-
cessful. If the lookup fails, or the user is the super-user, then the file .rhosts in
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the home directory of the remote user is searched for the machine name and
identity of the user on the client’s machine. If this lookup fails, the connection
is terminated.

9) A null byte is returned on the connection associated with the stderr and the
command line is passed to the normal log-in Shell of the user. The Shell
inherits the network connections established by rshd.

NOTES

The authentication procedure used here assumes the integrity of each client machine
and the connecting medium.

DIAGNOSTICS
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All diagnostic messages are returned on the connection associated with the stderr, after
which any network connections are closed. An error is indicated by a leading byte
with a value of 1 (zero is returned in step 9 above upon successful completion of all
the steps prior to the command execution).

locuser too long
The name of the user on the client’s machine is longer than 16 characters.

remuser too long
The name of the user on the remote machine is longer than 16 characters.

command too long
The command line passed exceeds the size of the argument list (as configured into the
system).

Hostname for your address unknown.
No entry in the host name database existed for the client’s machine.

Login incorrect.
No password file entry for the username existed.

No remote directory.
The chdir command to the home directory failed.

Permission denied.
The authentication procedure described above failed.

Can’t make pipe.
The pipe needed for the stderr wasn’t created.

Try again.
A fork by the server failed.
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/bin/sh: ...
The user’s log-in Shell could not be started.

NOTES TO DOMAIN/IX USERS
Rshd, like several other of the UNIX daemons, is normally invoked at boot time by
running the inetd(8C) command from the /etc/rc file. Enable the daemon by uncom-
menting the appropriate line(s) in the /etc/inetd.conf file.

For a node to accept incoming rsh commands, it must be correctly configured to run
DOMAIN/X TCP/IP. See System Administration for DOMAIN/IX bsd4.2 for informa-
tion on configuring TCP/IP.

RELATED INFORMATION
rsh(1C)
remd(3X)
inetd.conf(4)
inetd(8C)
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NAME

rwhod — system status server

USAGE

/ete/rwhod

DESCRIPTION
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Rwhod is the server which maintains the database used by the rwho(1C) and
ruptime(1C) programs. Its operation is predicated on the ability to broadcast mes-
sages on a network.

Rwhod both produces and consumes system status information. It periodically queries
the state of the system and constructs status messages which are broadcast on a net-
work, and it listens for other rwhod servers’ status messages as well. When it
receives a status message from another server, rwhod validates it and records it in a
file located in the directory /usr/spoolfrwho.

The rwho server transmits and receives messages at the port indicated in the ‘‘rwho”
service specification. The messages sent and received, are of the form:

struct outmp {
char out_line[8];/* tty name */
char out_name[8];/* user id */
long out_time;/* time on */

struct whod {
char wd_vers;

char wd_ ;
char wd_fill[2];
int wd_sendtime;

int wd_recvtime;
char wd_hostname[32];
int wd_loadav[3];
int wd_boottime;
struct whoent {
strict  outmp we_utmp;
int we_idle;
} wd_we[1024 / sizeof (struct whoent)];
b
All fields are converted to network byte order before transmission. The load averages
represent averages over the 5, 10, and 15 minute intervals prior to a server’s transmis-
sion. The host name included is that returned by the gethostname(2) system call.
The array at the end of the message contains information about the users logged in to
the sending machine. This information includes an entry for each non-idle terminal
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line and a value indicating the time since a character was last received on the terminal
line.

Messages received by the rwho server are discarded unless they originated at a rwho
server’s port. In addition, if the host’s name, as specified in the message, contains any
unprintable ASCII characters, the message is discarded. Valid messages received by
rwhod are placed in files named whod .hostname in the directory /usr/spoolfrwho.
These files contain only the most recent message, in the format described above.

Status messages are generated approximately once every 60 seconds.

NOTES
Rwhod does not relay status information between networks. Consequently, people
often interpret the server’s dying as a machine in the network going down.

NOTES TO DOMAIN/IX USERS ,
Rwhod, like other DOMAIN/IX daemons, is invoked at boot time by the run_rc com-
mand. To run the rwhod on your node, uncomment the appropriate lines in the /etc/rc
file.

For a node to accept incoming rwho commands, it must be correctly configured to run
DOMAIN/IX TCP/IP. See System Administration for DOMAIN/IX bsd4.2 for informa-
tion on configuring TCP/IP. :

Rwhod locks and unlocks the registry about once a minute. Running more than one
rwhod process on a ring will cause a great deal of contention for the registry. There-
fore, run rwhod only on the node connected directly to the Ethernet.

Rwhod reports statistics for the entire ring, not just the node it runs on.

RELATED INFORMATION
rwho(1C)
ruptime(1C)
re(8)
run_rc(8)
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NAME
talkd — server for talk(1l) program

USAGE
letc/talkd

DESCRIPTION
The talkd server, used by the talk(l) program, listens at the ‘‘udp’’ socket indicated in
the “‘talk” service description. The conversation generated using talk, however,
occurs over a TCP connection.

Refer to services(5) for more information about the ‘‘talk’’ service description.

We recommend invoking talkd in background mode via the /etc/rc Shell script. If you
include the lines

if [ -f /etc/talkd ]; then
' fetc/talkd &
fi

in your node’s ‘node_datal/etc.rc file, the /etc/run_rc program will start talkd at boot
time (after first checking to see if the file exists). We include the above lines on instal-
lation of each node, except for those that are diskless.

For a node to accept incoming talk commands, it must be correctly configured to run
DOMAIN/IX TCP/IP. See System Administration for DOMAIN/IX bsd4.2 for informa-
tion on configuring TCP/IP.

RELATED INFORMATION
services(5)
talk(1)
inetd(8C)
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NAME
telnetd — DARPA TELNET protocol server

USAGE
letc/telnetd [ -d ] [ port ]

DESCRIPTION
Telnetd is a server for the DARPA standard TELNET virtual terminal protocol. The
TELNET server operates at the port indicated in the ‘‘telnet’” service description; see
services(5). This port number may be overridden (for debugging purposes) by speci-
fying a port number on the command line.

OPTIONS
-d enables debugging on each socket created by telnetd (see SO_DEBUG
in socket(2)).

Telnetd operates by allocating a pseudo-terminal device for a client, then creating a
log-in process that has the slave side of the pseudo-terminal as stdin, stdout, and
stderr. Telnetd manipulates the master side of the pseudo terminal, implementing the
TELNET protocol and passing characters between the client and log-in process.

When a TELNET session is started up, telnetd sends a TELNET option to the client
side indicating a willingness to perform ‘‘remote echo’’ of characters. The pseudo ter-
minal allocated to the client is configured to operate in ‘‘cooked’’ mode, and with
XTABS and CRMOD enabled. Aside from this initial setup, the only mode changes
telnetd will carry out are those required for echoing characters at the client side of the
connection.

Telnetd supports binary mode, and most of the common TELNET options. It does
not, however, support all of them. Consult the source code for an exact list of which
options are implemented.

NOTES
See Using telnet and ftp for complete information on using the telnet command.

NOTES TO DOMAIN/IX USERS
Telnetd, like several other of the UNIX daemons, is normally invoked at boot time by
running the inetd(8C) command from the /etc/rc file. Enable the daemon by uncom-
menting the appropriate line(s) in the /etc/inetd.conf file.

RELATED INFORMATION
telnet(1C)
inetd.conf(4)
inetd(8C)

Using telnet and fip
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NAME
tftpd — DARPA Trivial File Transfer Protocol server

USAGE
letc/tftpd [ -d ] [ port ]

DESCRIPTION
Tftpd is a server which supports the DARPA Trivial File Transfer Protocol. The
TFTP server operates at the port indicated in the *‘tftp’’ service description. This port
number may be overridden (for debugging purposes) by specifying a port number on
the command line.

OPTIONS C
~d enables debugging on each socket created by tftpd (see SO_DEBUG in
socket(2)).

The use of tftp does not require an account or password on the remote system.
Because of this, tftpd will only allow users to access publicly readable files. Note that
this extends the concept of ‘‘public’’ to include all users on all hosts that can be
reached through the network; this definition may not be appropriate on all systems, and
its implications should be considered before enabling tftp service.

NOTES C

This server is only self-consistent (i.e., it operates with the user TFTP program,
tftp(1C)). It does not support any other program.

The search permissions of directories leading to the files accessed are not checked.
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NAME
uuclean — uucp spool directory clean-up

USAGE
/usr/lib/uucp/uuclean [ options ]

DESCRIPTION
Uuclean will scan the uucp spool directory for files with a specified prefix and delete
all those which are older than the specified number of hours.

Cron(8) usually starts this program.

OPTIONS
The following options are available.
~ddir searches the directory named dir for files.
—ppre scans for files with pre as the file prefix. Up to 10 —p arguments may

be specified. A —p without any pre following will cause all files older
than time (see below) to be deleted.

-ntime deletes files older than time hours, if the prefix test is satisfied. (Default
time is 72 hours)
-m sends mail to the owner of the file whén it is deleted.
NOTES

Uuclean does not automatically recognize uucp subdirectories. Use uuclean with the
-d option to clean subdirectories.

r

FILES
Jusr/libjuucp directory with commands used by uuclean internally
[usr/lib/uucp/spool spool directory
RELATED INFORMATION
uucp(1C)
uux(1C)
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NAME
uusnap — show snapshot of the UUCP system

USAGE
uusnap

DESCRIPTION
Uusnap displays a tabular synopsis of the current uucp activity on the system. The
format of each line is:

sittt NCmds N Data N Xqts Message

Where ‘‘site’’ is the name of the site with work, ‘‘N’’ is a count of each of the three
possible types of work (command, data, or remote execute), and ‘‘Message’’ is the
current status message for that site as found in the STST file.

‘‘Message’” may include the time left before uucp can retry the call, and the number
of times that uucp has tried to reach the site.

RELATED INFORMATION
uucp(1C)
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NAME
writed — daemon for write(1) program

USAGE
letc/writed

DESCRIPTION
The writed daemon is used by the write(1) program. To enable a write to a node
other than your own, writed must be running on the destination node. Similarly, you
must be running writed on your node if any node is to be able to write back to you.

We recommend invoking writed in background mode via the /etc/rc Shell script. If
you include the lines

if [ -f /etc/writed ]; then
fetc/writed &
fi

in your node’s ‘node_data/etc.rc file, the /etc/frun_rc program will start writed at boot
time (after first checking to see if the file exists). We include the above lines on
installation of each node, except for those that are diskless.

The writed process starts an mbx_helper automatically when it is invoked.

FILES
[etclutmp record of who is logged in on the node (link to
‘node_datafetc.utmp)

RELATED INFORMATION
write(1)
utmp(5)
rc(8)
run_rc(8)

Revision 01 11-81






Index

The letter f means “and the following page”; the letters ff mean “and the following pages”. Symbols are

listed at the beginning of the index. Entries in color indicates procedural information.

A
access rights 5-18
accounts
adding with edppo and edacct
4-16f

creating 1-1

default supplied with system 4-11

specific to DOMAIN/IX 1-5
ACL

directory 5-14f

initial default directory 5-15

 initial default file 5-15

file 5-14

the DOMAIN/IX 5-16f

translating to mode 5-16ff, 5-19f
ACL templates 5-2f

categories of 5-2

editing 5-5

list of fields in 5-4

list of filenames 5-3

reading 5-3f
acl_cache 5-18f, 11-16, 11-17
ACLs and modes

defined 5-14
alarm server 6-5ff

arguments 6-6f

configuration files (sample) 6-6
alarm server examples 6-7f
alarm server

options 6-6f

starting 6-5

using with netmain_srvr 6-21
ARPANET 11-39

o

change owner (of files) 11-9
change underlining 11-45

clock daemon 11-10
COM-ETHERNET 11-20, 11-57
commands

remote execution of 11-62
configurations 11-60
conversions

archive files to new format 11-6
convert name trees 11-14
crpasswd 1-4, 4-1, 4-23ff
ctnode 2-1, 3-1

D

daemons 6-1ff, 7-4ff, 11-60 (see
also servers) 11-81
bsd4.2 7-7ff
configuring 7-6ff
line printer 8-3
DARPA
file transfer protocol 11-54
DARPA TELNET server 11-77
DARPA
trivial file transfer server 11-78
device drivers 6-30
devices
block 11-28
descriptor files for 3-4f
disk 11-28
raw 11-28
special 11-32
directories
entry 3-3
letc
contents of 3-13
defined 3-12
node entry
contents of 3-9
‘node_data for diskless nodes
3-38
per—node /registry 4-12
registry site 4-10f
Isys
" contents of 3-10
/sysldm
contents of 3-11
Isys/net

Index-1



contents of 3-11

Isysinode_data 3-14 (See also
‘node_data)

contents of 3-14f

upper level 3-3

volume entry 3-4
directory

‘node_data 3-6ff (see also

Isys/node_data)

slash (/) 3-6
disk device entries

creating 11-28
diskless node server 6-22ff (See

netman)

diskless nodes

configuring 11-31
dismounting file systems 11-32
Display Manager

context inheritance in 3-18

startup files 3-26ff
DOMAIN COM-ETHERNET

11-20, 11-57

DOMAIN TCP/IP 11-57
DSPs 3-21, 6-1

cataloging

procedure for 2-4

edns 2-9
diskless nodes and 2-9
environment
DOMAIN/IX 3-16ff
network 3-1ff
environment variables
DOMAIN/IX 3-16ff
NAMECHARS 3-17
SYSTYPE 3-17
letc directory 1-3ff
maintaining consistency of 1-4
letcigroup 1-1ff, 3-24, 4-1, 4-23ff
letc/hosts T-15f
letcl/hosts.equiv 7-15§
letc/networks 7-15f
letc/passwd 1-1ff, 3-24, 4-1, 4-23ff
letc/passwd.map 1-1ff, 3-24, 4-1
letc/printcap 8-2ff
creating a file 8-5
letcirc 3-32ff
letc/rc.local 3-32ff

file formats C \
. converting archive files to new -

11-6
file protection 11-16, 11-17
file systems
mounted 11-32
file transfer protocol
DARPA 11-54
filenames
converting 3-18
mapping 3-18
SR8 mapping 11-14
SRY mapping 11-14
files
device descriptor 11-28
group and password 11-12 C !
filesystem
DOMAIN/IX 1-3
fix_cache 5-18
flush_cache 5-18
ftp server 11-55

G
group file 4-23ff [
group files A N
creating 11-12
groupid 5-17
H

hop count 11-68

Imagen printer
interface with 6-30f

inetd 1-2, 7-6ff

internet 3-2, 11-1, 11-19, 11-60,
11-66, 11-76

internet mail 11-39

Internet Protocols 11-70

interprocess communication 11-76,
11-81

invol 2-1, 3-4, 4-18

line printer (—\

access control 8-5
administration 8-6f

Index-2




commands
configuration 8-5ff
control program 8-4
DOMAIN/IX prerequisites
8-3
managing 8-1f£f
introduction 8-2
output filters 8-5f
queue
displaying 8~3
remove a job from 8-3
troubleshooting 8-7ff
links
cross system-type 3-19
network and system services
list of 3-24
symbolic 3-7
system and administrative 3-15f
list of 3-16
TCP/IP and 7-10f
TCP/IP (list) 7-11
variant 3-7
log-in server
remote 11-64
logout script processing 3-28

mailbox server 6-8ff (See
mbx_helper)
manual format
put files in 11-7
mbx_helper 6-8ff

message of the day 3-36 (See also
motd)

messages 11-81
mkdisk 3-4
mode
translating to ACL 5-16ff

motd 3-36 (See also message of the
day)
mounting file systems 11-32

N

naming server helper 6-23ff (See
ns_helper)
netmain_srvr 6-1, 6-9ff
data collected by probes 6-10ff
examples 6-20f
options 6-19f
starting and stopping 6-19

using with alarm server 6-21
netman 6-22ff
and init_tmp_dirs 6-23
starting and stopping 6-23
netsvc 4-6
setting acls on 4-21f
network 11-66
creating 2-5
network maintenance server 6-9ff
(See netmain_srvr)
network
naming structure of 3-2ff
network routing daemon 11-68
networks
installing software on secure 5-9
network-wide resources
managing 3-20f
NIC format tables
obtaining 11-57
NIC host tables
converting 11-19
node clocks
checking 2-23
synchronizing 2-14
node information
updating 2-6
node names
changing 2-6
nodes
cataloging 1-1, 3-1
locally 2-1ff
on the network 2-5ff
procedures for 2-2ff

commands to determine whether
~diskless 2-11

configuring for DOMAIN/IX
TCP/IP 7-21

directory structure of 3-8ff
disked
logical volumes 3-4
physical volumes 3-4
diskless
administering 3-36ff
and edns 2-9
configuring 11-31
establishing partners 3-36f
managing commands 3-41
managing with partners 3-41
‘node_data for 3-38
operation 3-36
server for 6-22ff (See
netman)

Index-3



specifying partners 3-37

specifying partners 3-39f

using netman 3-36
entry directories of 3-3

naming
disked 3-2
diskless 3-2

service 3-22, 7-9
configuration files on 7-12ff
specifying 3-1ff
system administrator 1-3, 3-22,
7-9
configuring 3-22ff
installing software on 3-23
master 1-3
slave 1-3
synchronizing master and
slave(s) 3-24
uncataloging 1-1
ns_helper 2-1, 3-21, 6-1, 6-23ff
database 2~7
adding nodes to 2-18
contents of 2-7
deleting nodes from 2-18
initializing 2-16f
updating node information
2-18
interaction with uctnode 2-12
on the network 2-7ff
procedures 2-13ff
list 2-13
replicated 2-8
adding or starting 2-22
maintaining consistency 2-24f
removing 2-26
shutting down 2-27
synchronizing clocks 2-8
starting 2-15
starting and stopping 6-24

P

passwd.map 4-24
password 11-55
password file 4-23ff
password files
creating 11-12
print server 6-25ff (See prsvr)
process groups priority
changing 11-37
process priority 11-37
processor

halting 11-18, 11-36
rebooting 11-36
protected subsystem 5-9f
login 5-10
using to control access 5-10ff
protection
DOMAIN/IX
introduction 5-16
overriding 5-20f
levels of 5-2f
protection program 5-5
running 5-7
protection

translating to ACL access rights

5-171ff

prsvr 6-25ff
configuration files 6-27
options and arguments
6~28ff
starting 6-25f
stopping 6-26f

pseudo tty 11-77

pseudo tty device entries
creating 11-13

rebooting 11-36
registries
protecting 5-2ff
registry
creating 4-12ff
defined 4-1
registry files
account 4-2, 4-10f
organization 4-2, 4-10f
person 4-2, 4-10f
project 4-2, 4-10f
registry
local, defined 4-2ff
maintaining 1-1, 4-12ff, 4-18

maintaining database consistency

4-21

master 4-2ff, 4-11
copying 4-20
creating 4-13f
defined 4-2
moving 4-20

network
considerations for

implementing 4-6

standard pathnames 4-8
structure of 4-7

Index-4

O




per-node directory 4-12
per-node file copy 4-12
shell commands for creating and
maintaining 4-12f
registry site directory
adding 4-19
creating 4-13ff
deleting 4-19
registry
system actions upon
at log in 4-2f
remote execution server 11-62
remote log-in 11-64
remote Shell 11-71
remote system status 11-74
root 1-2
root directories
defined 2-1
managing with ns_helper 2-9ff
root directory
master 2—-12
updating 2-12
root ID
adding 11-5
root log-in 5-21
routing daemon
network 11-68
routing tables 11-66
running process priority
changing 11-37

send mail
internet 11-39
sendmail 3-20
sendmail and syslog 10-14
sendmail
configuration 10-11ff
configuration and usage 10-1ff
configuration file
building 10-26ff
configuration file format 10-21ff
design goals 10-2f
installation 1011ff
operation of 10-3
overview 10-3
usage and implementation 10-5
serial i/o line servers 6-32ff (See
also sio)
server
DARPA TELNET 11-77

server process manager 6-37ff (See
also spm)
server
remote Shell 11-71
servers 3-21, 6-1ff, 7-4ff, 11-60
(See also daemons) 11-76, 11-81
checking status 6-4
creating 1-1
DOMAIN/IX 6-40ff
cron 6-40
talkd 6-40
writed 6-40
introduction to 6-2
starting 6-2f, 7-4ff
startup attributes 6-3f
stopping 6-4
TCP/IP (list) 7-5
service specification
ftp 11-54
shutspm
06-38
sid
using to grant access 5-13
sio 6-32ff
sio line login server 6-32ff (See also
siologin)
sio
process monitor 6-34f (See also
siomonit)
siologin 6-32ff
options and arguments 6-32ff
siomonit 6-34f
restarting 6-36
signalling 6-35
starting 6-35
siomonit_file
example 6-36
siomonit_log 6-37
spm 6-37ff
starting and stopping 6-37f
startup files and node types 3-28
startup files
Display Manager 3-26ff
executed at log in
system 3~35ff
user 3-35ff
format of 3-29
list of standard 3-26
sample 3-31
spm 3-29, 3-31
sample 3-31
system 3-26ff

Index-5



templates 3-28f
users’ 3-26ff
status
remote system 11-74
super-block 11-46, 11-51
super-user 1-2
syslog and sendmail 3-20
system administration commands
introduction 11-1
system
backing up 5-9
system resources
managing 3-20ff
system services 3-21f
system software
protecting 5-2ff
startup files 3-26ff
structure of 3-8ff
system type 11-50
system type of Shell commands
changing 11-53

table
mounted volume 3-4
tablet server 6-38f
starting 6-38
TCP 11-57, 11-76
packets 11-55
protocol 11-54
TCP/IP 7-1ff, 11-20
configuring 7-1ff, 7-20ff
bsd4.2 UNIX hosts 7-33f
DARPA TCP/IP hosts 7-33f

DOMAIN/IX bsd4.2 host for
DOMAIN network only
7-30ff

DOMAIN/IX bsd4.2 host or
gateway nodes 7-25ff

DOMAIN/IX nodes 7-21ff
DOMAIN-only bsd4.2 7-20
Non-DOMAIN hosts 7-33f

on an DOMAIN Bridge
Network 7-20

on an internet 7-20
service nodes 7-22ff

defining the configuration 7-1ff,
7-16ff

defining the mapping files 7-19

determining server processes
7-19

gateway names and addresses

7-2
defining the configuration
internet addresses 7-3
defining the configuration
local network addresses 7-3
defining the configuration
names 7-3
defining the configuration
names and addresses 7-1ff
defining the configuration

selecting internet addresses

7-17f

DOMAIN/IX bsd4.2 7-15f
information files (list) 7-10
mapping files 7-9

host_addr 7-15

hosts.txt 7-12

local.txt 7-12ff

networks 7-11f

thishost 7-11

TCP/IP server processes 7-5
TCP/IP

used with line printer 8-3
error conditions with Ipr 8-3

tcp_server 7-5ff

used with line printer 8-3

telnet 11-1

TELNET server 11-77

telnet service description 11-77
tip 3-20

trivial file transfer server 11-78
tty device entries

creating 11-13

uctnode 2-1

interaction with ns_helper 2-12

underlines

UNIX to UNIX command execution
9-4f

change 11-45

UNIX to UNIX file copy 9-2
update_slave

listing 3-25

userid 5-17
user.none.none 5-13
lusrllib/crontab file 11-10
lusrilib/whatis 11-7
uucico 9-6ff

Index-6




operation of 9-7ff
options to 9-6

Q uucico.real 9-6ff
uuclean 9-10, 9-10

uucp 1-2, 9-1ff, 11-1

shell scripts and 9-16

spool directory 11-79

spool directory cleanup 9-10
system snapshot 11-80

transfer from one remote system

activity 11-80

administration 9-15

command execution 9-9

copying on the local system 9-3

DOMAIN/IX bsd4.2 9-2

file types 9-15f

installing on DOMAIN systems
9-11

introduction 9-1f

log inquiry 9-9

options to 9-2

programs comprising 9-1f

receiving from other systems 9-3

required files 9-12ff

security 9-11

sending to other systems 9-4

to another 9-4
uulog 9-9
uux 9-4f
file format 9-5f
uuxqt 9-9

version
display 11-50
of Shell commands
changing 11-53
volumes
mounting 3-4
on diskless nodes 3-5
table of mounted 3-4f
unmounting 3-4

Index-7



)




Reader’s Response

Please take a few minutes to send us the information we need to revise and improve our manuals from
your point of view.

Document Title: System Administration for DOMAIN/IX BSD4.2
Order No.: 009355 Revision: 00 Date of Publication: December, 1986

What type of user are you?
System programmer; language
Applications programmer; language

System maintenance person ___ Manager/Professional
__ System Administrator ____ Technical Professional
Student Programmer ___ Novice
__ Other

How often do you use the DOMAIN system?

What parts of the manual are especially useful for the job you are doing?

What additional information would you like the manual to include?

Please list any errors, omissions, or problem areas in the manual. (Identify errors by page, section, figure,
or table number wherever possible. Specify additional index entries.)

Your Name Date

Organization

Street Address

City State Zip
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